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1 Introduction and scope 
DIG4HEALTH — Digitalization of Personalised Health Risk Management in At-Risk 
Groups to Improve Health Outcomes through Integration of Technological and Social 
Innovation — is a research project funded under the Slovak Recovery and Resilience 
Plan (project no. 09I05-03-V02-00060) and implemented by a consortium of the 
Biomedical Research Centre of the Slovak Academy of Sciences (BMC SAS, lead), 
Zhiva and the Kempelen Institute of Intelligent Technologies (KInIT). Its core is a pre-
registered randomised controlled trial (ClinicalTrials.gov NCT06983431) comparing 
three models of technology-assisted lifestyle coaching — AI-based self-coaching, 
professional health coaching and peer coaching — against an active control over a 
fourteen-week programme, in sedentary adults with pre-obesity or obesity at elevated 
cardiometabolic risk. All arms run on a shared technological backbone — a consumer 
wearable, a purpose-built data and study-management platform (Krokus), a 
structured health-education content layer (Kompas zdravia) and a common 
measurement protocol — and differ only in the coaching layer placed on top of it: the 
Airis AI assistant in the self-coaching arm, and a professional or peer coach in the 
human-led arms (Section 3). The project operates at technology readiness levels 1–
3: its mandate is experimental proof of concept, not a market-ready product. 

Two features make the project unusual in the Slovak context and give this report its 
material. First, it is among the first Slovak randomised trials of technology-assisted 
prevention at this scale, designed and powered to compare delivery models against 
each other rather than merely to show that "something works"; the trial is registered 
with health-services research, rather than efficacy alone, as its declared primary 
purpose (NCT06983431). Second, it was designed from the outset around the 
question that decides whether prevention ever scales: not only does it work, but what 
does each unit of effect cost, and which components carry the cost. The trial's arms 
were constructed to differ in exactly one strategic dimension — the source and 
intensity of human contact — while holding the wearable, the content and the 
measurement architecture constant. That is what allows the project to speak to 
delivery and financing choices, not only to clinical ones. 

The policy question this report addresses is therefore deliberately practical: what 
would it take for technology-assisted personalised prevention to become part 
of how Slovak healthcare actually delivers prevention — and should it? Both 
halves of the question are taken seriously. The "what would it take" half runs through 
financing, workforce, infrastructure, regulation and governance (Sections 5 and 7). 
The "should it" half is treated as an empirical and ethical question, answered with the 
project's own evidence and risk analysis (Sections 3 and 4) and with the experience 
of health systems that have already made versions of this choice (Section 6). The 
report's primary audience is Slovak: the Ministry of Health, the Public Health Authority 
(ÚVZ), the National Health Information Centre (NCZI), and the three health insurers 
(VšZP, Dôvera, Union). Its secondary audience is the EU peer policy community, for 
whom Slovakia's position — high preventable burden, low e-health maturity, full 
exposure to the EHDS, AI Act and MDR transitions — makes it an instructive case. 
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This report is one of a set of sibling deliverables, and the division of labour between 
them is strict. This report presents the trial's headline end-of-intervention results 
directly and builds its policy argument on them; their full scientific treatment — 
confidence intervals, per-arm cost and the complete statistical analysis — is the 
subject of the project's dedicated scientific report. The headline results are 
summarised in Section 3.4 and the central comparison between delivery models is 
developed in (Section 3.5), and the end-of-programme acceptability evidence — a 
distinct body of data — is reported here in full in (Section 3.7). The commercial 
strategy for the project's assets is the subject of the joint research and 
commercialisation plan. The project's ethics risk matrix and its EU regulatory analysis 
are drawn on, not duplicated, in Sections 4 and 5. The intervention's design work — 
the research protocol, the wearables-and-nudges identification and the training 
protocol — supplies the descriptive ground for Section 3. 

The method of the report combines three strands. The first is a synthesis of project 
findings: the trial's design and conduct, its technological and behavioural 
architecture, the qualitative and satisfaction research run alongside it, and the 
project's own ethics and regulatory work. The second is targeted international 
benchmarking: five reference systems — the United Kingdom, Germany, Finland, 
the Netherlands and Singapore — chosen because each makes a distinct policy 
argument relevant to a Slovak decision, examined against a common template. The 
third is policy analysis: the translation of evidence and precedent into options, an 
assessment matrix, an implementation pathway and recommendations addressed to 
named actors. 

The report proceeds as follows. Section 2 establishes the policy salience: the scale 
of Slovakia's preventable cardiometabolic burden and a structural diagnosis of where 
prevention fails today. Section 3 summarises what DIG4HEALTH tested, what it 
found, and how participants experienced it. Section 4 translates the findings into 
design principles for behaviour change at population scale. Section 5 sets out what 
the next generation of technology-assisted prevention should look like — the role of 
the AI coach, the wearable, the human professional and the content, and the 
regulatory pathways open to each. Section 6 grounds the argument in international 
precedent. Section 7 lays out three policy options for Slovakia and the strategic 
choices beneath them, including the question of the AI substrate. Section 8 turns 
options into a stakeholder map, an implementation matrix and a concrete pilot 
proposal. Section 9 states the recommendations, by actor. Section 10 concludes. 

2 The prevention gap in Slovakia 
The case for this report rests on a gap: between the size of Slovakia's preventable 
disease burden and the capacity of its health system to act on it. This section 
establishes both sides. It quantifies the burden of obesity and cardiometabolic 
disease and its fiscal weight (2.1); sets out how much of that burden is modifiable by 
behaviour, and what behavioural intervention can realistically achieve (2.2); maps 
what the Slovak prevention landscape actually offers today (2.3); and diagnoses the 
four structural reasons the gap persists (2.4). The diagnosis matters because the 
policy options in Section 7 are constructed to address these structural features 
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directly — a programme that ignored them would fail in the same way existing 
provision does. 

2.1 The burden: obesity, cardiometabolic disease and what they 
cost 
Slovakia enters this debate from one of the weakest starting positions in the 
European Union. Life expectancy, at roughly 77 years, remains more than three 
years below the EU average, and the gap is driven overwhelmingly by deaths that 
the EU's own statistical framework classifies as avoidable (OECD/European 
Observatory, 2023). On the order of twenty thousand deaths a year in Slovakia are 
considered avoidable through better prevention or timelier care, and Slovakia's rate 
of mortality from preventable causes is persistently among the highest in the Union 
— roughly a third above the EU average (OECD/European Observatory, 2023; 
Eurostat, 2024). Cardiovascular disease is the dominant driver: it accounts for 
roughly half of all deaths in Slovakia, against around one third in the EU as a whole, 
and ischaemic heart disease and stroke kill Slovaks at substantially younger ages 
than their Western European counterparts (OECD/European Observatory, 2023). 

Beneath the mortality statistics sits the risk-factor profile this project addresses. 
Roughly six in ten Slovak adults live with overweight or obesity, and roughly one in 
five with obesity; the trajectory is rising, and childhood overweight is rising with it 
(WHO Regional Office for Europe, 2022; OECD/European Observatory, 2023). 
Diabetes follows the same curve: several hundred thousand people in Slovakia are in 
dispensary care for diabetes — on the order of seven per cent of the population, over 
ninety per cent of it type 2 — and the true prevalence is higher once undiagnosed 
cases are counted (NCZI, 2023). Obesity is the principal modifiable driver of type 2 
diabetes, hypertension and dyslipidaemia, which are in turn the principal drivers of 
the cardiovascular mortality above. The same cluster of midlife cardiometabolic risk 
factors is also among the strongest known modifiable risk factors for cognitive decline 
and dementia in later life (Livingston et al., 2020) — which is why the project's 
framing extends beyond cardiometabolic outcomes to cognitive health, and why the 
fiscal horizon of prevention extends into long-term care. 

The fiscal weight of this burden falls on both insurers and the state, through three 
channels. The first is direct treatment cost: pharmacotherapy, hospitalisation and the 
management of complications for diabetes and cardiovascular disease are among 
the largest single blocks of insurer expenditure, and they grow mechanically as 
prevalence grows. The second is indirect economic cost: OECD modelling puts the 
total economic weight of overweight — through treatment costs, lower employment 
and lower productivity — at several per cent of GDP for countries with Slovakia's risk 
profile, among the higher burdens in Europe (OECD, 2019). The third is the long tail: 
disability pensions, long-term care and the dementia burden to which midlife 
cardiometabolic risk contributes (Livingston et al., 2020). For a system already 
spending less per capita on health than most of the EU (OECD/European 
Observatory, 2023), the arithmetic is unforgiving: the burden is large, growing, and 
concentrated in conditions whose progression is substantially preventable. 
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2.2 How much of this is preventable — and what behavioural 
intervention can achieve 
The share of this burden that is modifiable by behaviour is large by any estimate. The 
European Commission's country profiles attribute close to half of all deaths in 
Slovakia to behavioural risk factors — dietary risks, tobacco, alcohol and low physical 
activity — a share well above the EU average (OECD/European Observatory, 2023). 
The causal chain for the cardiometabolic block runs through exactly the behaviours 
this project targets: diet and physical inactivity drive weight gain; excess weight 
drives insulin resistance, hypertension and dyslipidaemia; these drive the 
cardiovascular events that dominate Slovak mortality. Behaviour is not the whole 
story — socioeconomic conditions, environment and access to care all shape it — 
but it is the largest tractable lever, and the one this report is about. 

What can structured behavioural intervention realistically deliver against that chain? 
The benchmark evidence is unusually strong for this class of intervention, and it is 
examined in detail in Section 6; three results anchor the scale of the opportunity. The 
Finnish Diabetes Prevention Study and the US Diabetes Prevention Program 
independently showed that a structured lifestyle intervention in high-risk adults cuts 
the incidence of type 2 diabetes by 58 per cent — more than preventive medication 
achieves — with benefits that persist for years after the active intervention ends 
(Tuomilehto et al., 2001; Knowler et al., 2002; Lindström et al., 2013) (Section 6.3). 
England's NHS Diabetes Prevention Programme demonstrated that a pragmatic, at-
scale version of the same logic still delivers around a 20 per cent reduction in 
progression to diabetes in the real world, and is cost-effective (Valabhji et al., 2020; 
Parkinson et al., 2023) (Section 6.1). And the clinical literature is consistent that even 
modest sustained weight loss — on the order of five per cent of body weight — 
produces clinically meaningful improvements in glycaemic control, blood pressure 
and lipids (Wing et al., 2011). The conclusion for a policy reader is direct: the burden 
described in 2.1 is not destiny. The binding constraint is not whether behavioural 
intervention works; it is whether a health system can deliver it to the population that 
needs it, at a cost it can sustain. That is a delivery problem, and the rest of this report 
treats it as one. 

2.3 The Slovak prevention landscape today 
Slovakia is not starting from nothing, and an honest map of what exists is the 
foundation for any proposal to build on it. The system has five relevant components. 
The statutory preventive check-up entitles every adult to a general practitioner 
examination every two years, making the GP visit the system's natural screening 
moment — but participation remains well below the entitlement, and, critically, a 
positive finding has almost nowhere structured to refer to: there is no reimbursed 
lifestyle intervention on the other side of the check-up. The Centres for Obesity 
Management (COM), accredited within the EASO network and developed in 
Slovakia through the long-term strategic obesity research programme led by BMC 
SAS (ITMS 313011V344), provide specialist, clinically supervised obesity care of 
international standard — but they are few, clinic-based, and capacity-limited; they are 
built to treat the referred thousands, not to prevent in the at-risk hundreds of 
thousands. The public health counselling network of the ÚVZ — the regional 
health-promotion and counselling centres (PCOPZ) — offers free risk-factor 
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screening and lifestyle counselling across the country, but it is chronically under-
resourced and only weakly connected to primary care referral flows (ÚVZ SR). 
Around these sit civil-society and professional structures — the Slovak Obesity 
Association as a multidisciplinary professional platform (co-established by the 
consortium in 2017), patient organisations, the Linka obezity advice line — which 
carry expertise and trust but no delivery capacity at scale. Finally, the insurers' 
voluntary wellness and benefit schemes and employers' occupational-health 
provision reach working-age adults with discounts and incentives, but on an opt-in 
basis that systematically selects the already-motivated. 

Table 2.1 The Slovak prevention landscape today: what exists, and why it does not 
add up to population-scale prevention. 

Read together, the components share a pattern: Slovakia has screening without 
intervention, specialist excellence without scale, and engagement instruments 
without clinical integration. Each component is individually defensible; collectively 
they do not constitute a pathway. A person identified as at risk at a preventive check-
up today has no reimbursed, structured, quality-assured programme to enter — 
which is precisely the artefact every benchmark system in Section 6 has built, and 
the gap the options in Section 7 are designed to close. 

2.4 The structural gap: why prevention fails to scale 
The gap persists for structural reasons, not for lack of awareness, and naming them 
precisely matters because each one reappears as a design question in Section 7. 
There are four. 

Component What it provides Principal constraint

Preventive check-ups (GP, 
2-yearly)

Universal screening 
entitlement; the system's 
natural identification 
moment

Low uptake; no 
structured intervention 
to refer into

EASO Centres for Obesity 
Management

Specialist, clinically 
supervised obesity care of 
international standard

Few sites, capacity-
limited; treatment-
oriented, not population 
prevention

ÚVZ counselling centres 
(PCOPZ)

Free risk-factor screening 
and lifestyle counselling, 
country-wide

Under-resourced; weak 
links to primary-care 
referral

Professional and patient 
organisations (Slovak 
Obesity Association, Linka 
obezity)

Expertise, multidisciplinary 
platform, public trust

No delivery capacity at 
scale; advisory role

Insurer wellness schemes; 
occupational health

Reach into the working-age 
population; incentive 
instruments

Opt-in; selects the 
motivated; no clinical 
integration
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Financing. Slovakia spends a smaller share of its health budget on prevention than 
almost any EU member state — on the order of one per cent of current health 
expenditure, against an EU average several times higher (OECD/European 
Observatory, 2023) — and the payment architecture compounds the imbalance: 
providers are paid to treat, and no reimbursement category exists for a structured 
lifestyle intervention or a digital therapeutic. Insurers, competing year to year and 
facing annual budget cycles, capture only part of the long-horizon return on 
prevention — the benefit of a diabetes case averted accrues over a decade, much of 
it to the state rather than to the insurer who paid (the "long game" lesson of Section 
6.6). The result is a rational under-investment that no amount of strategic language 
has shifted: prevention is named as a priority in every strategy document and funded 
as a residual in every budget. 

Workforce. Slovakia has no recognised health-coach profession — no defined 
competencies, no certification, no scope of practice, and therefore no way to 
reimburse the role that every scaled lifestyle programme abroad is built on (Sections 
6.4 and 7.3.3). General practitioners, the system's designated gatekeepers, are an 
ageing workforce with documented regional shortages, little protected time, and 
limited training in behaviour-change methods; specialists cannot carry population 
prevention by definition. The human capacity to deliver prevention at scale does not 
currently exist in the system — though, as Section 7.3.3 sets out, the project's 
ecosystem has already prototyped it. 

Scalability. The arithmetic of the specialist-led model is the hard constraint. The at-
risk population — sedentary adults with pre-obesity or obesity and elevated 
cardiometabolic risk — numbers in the hundreds of thousands; specialist clinic 
capacity is measured in the low thousands of patients a year. Without a scalable 
delivery channel, the system can only triage the sickest, never prevent in the 
population. The channel that closes this gap in the benchmark systems — digital and 
remote delivery, which in England achieved uptake equal to or higher than face-to-
face at national scale (Barron et al., 2023) (Section 6.1) — is barely used in Slovakia: 
the European Commission's 2025 eHealth Indicator Study places Slovakia among 
the member states with the lowest e-health maturity and interoperability, and the 
national e-health infrastructure has limited means of exchanging structured data with 
third-party applications or ingesting wearable data (European Commission, 2025) 
(Section 7.3.4). 

Evidence. Finally, the Slovak evidence base for prevention delivery is thin. 
International effect sizes cannot simply be imported: uptake, adherence and cost 
structures are properties of a population and a system, not of an intervention in the 
abstract, and until recently no Slovak randomised trial existed to supply them for 
technology-assisted prevention. Decision-makers have therefore faced a genuine, 
not merely rhetorical, uncertainty — and it is exactly this uncertainty that 
DIG4HEALTH was funded to reduce. What the project tested, what it found, and how 
participants experienced it is the subject of the next section. 
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3 What DIG4HEALTH tested — and how participants 
experienced it 
This section gives the policy reader what they need to evaluate the claims this report 
makes — the design of the trial, the technology it ran on, the behavioural model 
inside it, the shape of its findings, and the participant experience it generated — 
without duplicating the scientific report. The principle of the division is simple: this 
section carries the architecture, the qualitative result and the acceptability evidence; 
the headline clinical and behavioural results are summarised here too. 

3.1 The design at a glance 
DIG4HEALTH's core study is a pre-registered, randomised, parallel-group controlled 
trial (NCT06983431; registered as double-masked for participant and outcomes 
assessor, with health-services research as its declared primary purpose), sponsored 
by the Slovak Academy of Sciences with University Hospital Bratislava / Comenius 
University and KInIT as collaborators, and conducted at the EASO-accredited Centre 
for Obesity Management at BMC SAS in Bratislava. Participants are adults aged 25–
65 with a BMI of 27–42 kg/m², sedentary, willing to use a smartphone and wear the 
study device, and screened for readiness to change; the principal exclusions are 
conditions preventing physical activity, current participation in another weight-loss 
programme, recent adjustment of anti-obesity medication, and inability to engage 
with the technology or to give informed consent. Recruitment runs through obesity-
management outpatient clinics and through targeted social-media campaigns, with 
online screening; the registered target enrolment is approximately 320 participants, 
admitted in rolling waves across a twelve-month window so that every participant 
experiences the same fourteen-week programme. The sample was sized on an a 
priori power analysis (G*Power) calibrated on the consortium's Active.me dataset, 
yielding sex-balanced arms. In the event, the analysed cohort comprised 293 
participants — 54 in the active control, 74 in health coaching, 77 in peer coaching 
and 88 in AI self-coaching — a predominantly female sample (roughly four in five) 
with a mean age of 42.5 years, a mean BMI of 32.9 kg/m² and a mean waist 
circumference of 104.4 cm at baseline. 

Randomisation allocates participants to one of four arms. The self-coaching arm 
(~80 participants) receives no routine human coach: the wearable and the Airis 
assistant — which itself prompts, nudges and messages participants — carry the 
intervention. The health-coaching arm (~80) receives the same shared base — 
wearable, content and platform, but no Airis — plus a trained professional health 
coach leading small online groups of six to eight. The peer-coaching arm (~80) 
replaces the professional with a peer coach — participants identified through 
community challenges and prepared against a defined minimal-coaching protocol — 
testing whether lay leadership with the same tools can carry the programme. The 
active control (~50) receives the wearable and access to the Kompas zdravia 
content but no coaching of any kind — with a small number of retention emails over 
the programme, completion incentivised, and post-study access to the Centre for 
Obesity Management programme offered. Alongside the trial proper runs a small 
experimental-wearables stream, testing state-of-the-art devices and measurement 
modalities (heart-rate variability, nutrition, metabolism, body composition) in a small 
group of volunteers against laboratory validation — the project's window onto the 
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next device generation (Section 5.4). All arms pass through common baseline and 
final phenotyping at BMC SAS, which is what makes the arms cleanly comparable. 

Table 3.1 The four trial arms. The arms share the wearable, content and 
measurement architecture and differ in one strategic dimension: the source and 
intensity of human contact. 

The outcome architecture follows the project's purpose. The primary outcomes are 
the rate of wearable adoption and sustained use, the persistence of individual 
behaviour change, and the elicited health benefit and quality of life — health risk 
quantified inter alia by the FINDRISC diabetes-risk score, the same validated 
instrument Finland built its national screening on (Lindström & Tuomilehto, 2003) 
(Section 6.3). The secondary outcomes are the objectively measured physiology 
and behaviour the wearable and phenotyping make visible: daily step count, 
moderate-to-vigorous activity, heart rate and heart-rate variability, blood pressure, 
sleep duration and quality, body weight and composition, fitness (estimated VO₂max), 
dietary habits (food-frequency questionnaire) and socioeconomic characteristics 
(NCT06983431). A qualitative and satisfaction strand — focus groups, in-depth 
interviews and surveys at recruitment and around the intervention — examines what 
motivates and demotivates wearable use, perceived benefits, sensitivity to ethical 
issues, and willingness to pay for or continue with the technology. The design, in 
short, measures not only whether participants got healthier, but whether they used 
the system, stayed with it, and would adopt it outside a trial — the three questions on 
which deployment actually turns. 

3.2 The technology stack 
The wearable. The study device is the Garmin Vívosmart 5, a consumer wrist 
wearable providing continuous heart rate and heart-rate variability, step count and 
activity intensity, sleep architecture, stress estimates and derived fitness measures. It 
was selected through the project's structured wearables assessment against explicit 
criteria — adoption and abandonment rates, measurement accuracy, data portability 
and integration capacity, wearability and battery life, and privacy safeguards — and 

Arm
Planned 
n Core components Human contact

Self-
coaching 
(AI-led)

~80 Wearable + content + Airis 
(LLM coach app; its own 
prompts and nudges)

None routine; human-in-
the-loop monitoring and 
escalation only

Health 
coaching

~80 Wearable + content + 
measurement; professional 
coach (no Airis)

Coach-led online groups 
of 6–8, across 14 weeks

Peer 
coaching

~80 Wearable + content + 
measurement; trained peer 
coach (no Airis)

Peer-led online groups; 
minimal-coaching 
protocol

Active 
control

~50 Wearable + Kompas content; 
retention emails only

None; post-study 
programme access 
offered
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the selection process itself made a point that recurs in Section 5.4: at least one 
otherwise capable device was excluded on data-jurisdiction grounds, because where 
the raw data are stored and whether they can leave the EU is a selection criterion 
under GDPR, not an afterthought. Consumer wrist wearables of this class are 
accurate for step count, activity volume and intensity, and activity-related heart rate, 
which is what the behavioural model requires of them (Alharbi et al., 2019; Fuller et 
al., 2020). 

The study platform (Krokus). Beneath the intervention sits a purpose-built study-
management and data platform, developed to the project's specification. It carries 
recruitment and screening (with rule-based eligibility recommendation and human 
confirmation), consent management with a full audit trail, allocation and management 
of the intervention groups, ingestion of the continuous wearable data stream, entry 
and exit questionnaires, dashboards for coaches and researchers, automated and 
manually triggered communication (including Airis's messaging in the AI arm and the 
control arm's retention emails), and export of anonymised datasets for analysis. It 
was sized for six hundred to a thousand registrants and 320–360 enrolled 
participants. The platform matters to the policy argument for a reason that is easy to 
miss: it is the trial-scale prototype of exactly the infrastructure — identification, 
routing, monitoring, escalation, evaluation — that a deployed programme would need 
(Sections 5.6 and 7.3.4). 

The content layer (Kompas zdravia). The programme's health-education content 
has two related forms. Kompas zdravia (the "Health Compass") is the public, web-
based knowledge base for participants — a structured, expert-reviewed resource 
spanning nutrition, movement and training, sleep, stress management and the 
participant's relationship with self and others, organised by theme. The project's 
Health Coaching protocol (the trainer's manual) organises the same material into the 
fourteen-week journey and is what the project used to train its health and peer 
coaches. Kompas is delivered through a dedicated content site and surfaced through 
the coaches and Airis; the public recruitment site (14tyzdnov.sk) fronts the 
programme. Section 5.5 treats this content as the project's most durable intellectual 
property; here the relevant point is that all arms share it — the trial compares 
delivery channels, not curricula. 

Airis. The AI coach is a large-language-model assistant delivered through a purpose-
built Airis app — a conversational, chat-style interface designed for low-friction daily 
use. Airis interprets self-reported information and the participant's wearable data, 
supports SMART and action-goal setting, suggests weekly micro-tasks, prompts 
check-ins and journaling and stores what it learns for later conversations, and 
delivers motivational and reflective messages on a recurring, thematically rotating 
schedule, proactively nudging participants between sessions. In the trial it operates 
under explicit human-in-the-loop oversight: its use is governed by transparency, 
reproducibility and fairness principles set in the protocol, participants are informed 
that they are interacting with an AI system and reminded of its limits, and monitoring 
and escalation procedures stand behind it (Section 4.4). Section 5.2 assesses Airis 
as a technology; here it is enough to record what it is in the trial: the entire coaching 
presence of the self-coaching arm. 

Structured nudging. Finally, nudging took a different form in each arm rather than a 
single shared schedule, though in every case it drew on the same behavioural-
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economics logic of well-timed prompts and framing (Thaler & Sunstein, 2008). In the 
AI arm, Airis itself was the nudge: it messaged participants proactively, prompted 
action, and re-engaged them when wear-time lapsed. In the human-led arms, the 
nudge was the work participants did on their action plans with the coach, reinforced 
by a prompt when the wearable went unworn. The control arm received only a small 
number of retention emails across the programme, to limit drop-out. Nudging is 
treated in the design as a first-class intervention component with its own identification 
work, not as marketing copy; the distinction matters because the nudging layer is 
where wearable data becomes behavioural influence, and therefore where much of 
the ethics analysis in Section 4.4 applies. 

3.3 The behavioural model 
The fourteen weeks follow a deliberate arc. Week one is onboarding: device set-up, 
baseline surveys and goal-setting. Weeks two to thirteen move through thematic 
behavioural modules — nutrition and caloric intake, movement and training, sleep, 
stress management, and sustaining a healthy relationship with oneself and one's 
closest — so that the programme builds a lifestyle rather than chasing a single 
metric. Week fourteen closes with evaluation and reflection: acknowledging effort, 
reviewing progress against the goals set at entry, and gathering structured feedback 
from participants and coaches. 

Inside that arc, the programme deploys a small set of behaviour-change techniques 
chosen for their evidence base and their low friction; each maps onto an entry in the 
standard behaviour-change technique taxonomy (Michie et al., 2013) and onto the 
capability–opportunity–motivation model that organises it (Michie et al., 2011). 
SMART goal-setting (specific, measurable, achievable, relevant, time-bound; 
Doran, 1981) structures micro- and action-plans and guards against the over-
ambitious goals that drive abandonment, drawing on the wider evidence that specific, 
challenging goals outperform vague intentions (Locke & Latham, 2002). Small steps 
and habit formation — segmenting large goals into sub-goals and stacking new 
behaviours onto existing routines — reflect the consistent finding of behavioural 
science that sustainable change is built from minimal, repeated actions rather than 
willpower, and that repetition in a stable context is what turns an action into a habit 
(Lally et al., 2010). Journaling and tracking, on paper, digitally, or conversationally 
through Airis, create the self-awareness and accountability loop on which the rest 
depends; meta-analysis confirms that prompting people to monitor progress toward a 
goal reliably increases the chance they attain it, and does so more strongly when the 
record is physical or public (Harkin et al., 2016). Designed nudging applies choice 
architecture and framing to keep the desired action the easy action (Thaler & 
Sunstein, 2008). Action planning translates intentions into "if–then" specifications of 
when, where and how, which closes much of the gap between intending a behaviour 
and performing it (Gollwitzer & Sheeran, 2006). Gamification and peer dynamics 
— points for individual and collective effort, group challenges, leaderboards — carry 
the accountability and identity mechanisms, most intensively in the peer-coaching 
arm, and rest on the self-efficacy and social-support mechanisms that underlie 
successful community self-management programmes (Bandura, 1997; Lorig & 
Holman, 2003). And the programme explicitly designs for the motivational "dead 
zone" in the middle of any long goal pursuit (Fishbach, 2022), using the thematic 
rotation and weekly micro-tasks to keep progress visible when novelty fades. None of 
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these techniques is exotic; the design bet of DIG4HEALTH is that their combination, 
personalised through continuous wearable data and delivered through a low-friction 
conversational channel, is what produces adherence — and that this combination 
can be carried by an AI, a professional, or a peer, which is precisely what the arms 
test. 

3.4 Headline findings   
The trial enrolled and analysed a cohort of 293 participants across the four arms, and 
two findings stand out for the policy reader. The first is adherence. Objectively 
measured wearable use was high and essentially equal across every arm — 
participants returned daily-summary data on between 93 and 96 of the 98 monitored 
days (95 to 98 per cent), including 94.3 days in the fully automated AI arm — so the 
trial cleared the obstacle on which most lifestyle programmes fail, and it did so in all 
delivery models alike. The second is the pattern of outcomes. Every arm, including 
the active control, improved on the anthropometric measures over the fourteen 
weeks; professional health coaching produced the largest mean reductions, and the 
differences between arms were modest. Mean body weight fell by 3.7 kg under 
professional coaching, 3.1 kg under AI self-coaching, 2.7 kg under peer coaching and 
2.1 kg in the control — reductions of roughly 3 to 4 per cent of body weight, in the 
same range as the international benchmarks reviewed in Section 6. Waist 
circumference, BMI and self-rated health moved in the same direction, and the AI 
arm tracked the professional arm closely while exceeding the peer arm on body-
weight and waist reduction. On goal-attainment satisfaction the AI arm (4.2 of 6) 
essentially matched the professional arm (4.3) and clearly exceeded peer coaching 
(3.2). Table 3.2 sets out the headline measures by arm. 

Measure
C o n t r o l 
(n=54)

H e a l t h 
c o a c h i n g 
(n=74)

P e e r 
c o a c h i n g 
(n=77)

A I s e l f -
c o a c h i n g 
(n=88)

Wearable use — daily 
summaries (of 98 
days)

92.7 95.8 93.7 94.3

Body weight, baseline 
→ end (kg)

9 6 . 1 → 
94.0

97.1 → 93.4 95.7 → 93.0 94.0 → 90.9

Body-weight change 
(kg)

−2.1 −3.7 −2.7 −3.1

BMI change (kg/m²) −0.7 −1.3 −1.0 −1.0

Waist circumference 
change (cm)

−6.7 −5.2 −4.0 −5.3

Self-rated health 
change (0–100)

+4.3 +5.8 +5.7 +5.0

Goal-attainment 
satisfaction (mean, 1–
6)

— 4.3 3.2 4.2
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Table 3.2 Headline end-of-intervention outcomes by arm (analysed cohort, n=293). 
Figures are arm means; the body-weight, BMI, waist and self-rated-health rows show 
the change from baseline to the end of the fourteen-week programme. Goal-
attainment satisfaction was not elicited in the control arm. These are within-arm 
changes, not adjusted between-arm effects. 

Two cautions frame the table. These are within-arm changes from baseline to the 
end of the programme, not adjusted between-arm effects; and on a formal test of the 
intervention-induced change in body weight, only professional coaching differed 
significantly from the control, with the AI and peer arms in an intermediate position 
statistically indistinguishable from either. That is itself the trial's most policy-relevant 
message: allocation to a particular coaching model explained very little of the wide 
variation in how individuals responded. Individual response varied widely, and that 
variation tracked engagement far more than arm assignment: participants who 
engaged tended to do well whatever their arm, and on engagement the AI channel 
matched the human ones. Two secondary signals run the other way and are reported 
in the same spirit of candour: stress estimates rose and sleep-quality scores fell 
slightly over the period in every arm, including the control — a uniform drift that, 
because it appeared equally in the no-coaching control, is not attributable to any 
coaching model. 

3.5 The central empirical claim 
One result organises everything this report goes on to argue, and it is stated here 
with its conditions attached. The self-coaching arm — in which participants 
received no routine human coaching — only Airis, the wearable and the 
programme's nudges, alongside the same baseline and final in-person 
assessment visits as every arm — achieved adherence on a par with the 
human-led arms and primary outcomes that tracked professional coaching 
closely and exceeded the human peer arm on the headline anthropometric 
measures. Professional health coaching remained the quality benchmark: it 
produced the largest mean weight loss (3.7 kg, against 3.1 kg for AI self-coaching, 
2.7 kg for peer coaching and 2.1 kg in the control) and was the only arm to differ 
significantly from the control on the intervention-induced change in body weight. But 
the AI arm matched it on goal-attainment satisfaction, posted near-identical wearable 
adherence, and outperformed the human peer arm on body-weight and waist 
reduction; and, as Section 3.4 sets out, allocation to a coaching model explained very 
little of the variation in individual response. The acceptability evidence in Section 3.7 
— a complete dataset in its own right — points the same way on the dimensions it 
can speak to: engagement, retention intention and trust. 

Three qualifications bound the claim. It is a fourteen-week result: it says nothing yet 
about maintenance (3.6). It was obtained in a selected, consented, digitally able 
population that chose to join a study: it does not automatically generalise to the 
harder-to-reach groups in whom the burden concentrates (Sections 4.1 and 7.4.3). 
And it was obtained under trial conditions, with human-in-the-loop supervision 
standing behind the AI: an unsupervised consumer deployment is a different object 
(Sections 4.4 and 5.2). Even so bounded, the finding matters more than a cautious 
reading might suggest, because of the cost asymmetry developed in Section 4.2: the 
AI-led arm's marginal cost per participant is materially lower than the human-led 
arms', even once its recurring monitoring and oversight costs are counted. If AI-led 

DIG4HEALTH  ·  D7.3 — Policy report on implementation potential  ·  NCT06983431  ·  page 13



coaching delivers even approximately comparable outcomes at that cost, the 
question of how Slovakia delivers prevention at population scale has a materially 
different answer than it had before this trial — which is the argument of Sections 5 
and 7. 

3.6 What the project cannot yet conclude 
The honesty of the claims above depends on stating their limits with the same 
precision. Six are material. Long-term maintenance is unmeasured: the trial's 
window is fourteen weeks, and the international evidence is unambiguous that the 
value of prevention is realised over years (Lindström et al., 2013) (Section 6.3); 
longer follow-up is envisaged but lies beyond this project's funding. Hard 
cardiometabolic endpoints — incident diabetes, cardiovascular events — are 
beyond the trial's horizon by design; the outcomes measured are behavioural and 
intermediate. Equity of reach is untested: performance in lower-income, lower-
digital-literacy, rural, older and marginalised Roma populations — and accessibility 
for people with disabilities — cannot be assumed from a volunteer sample. 
Unsupervised AI performance is unestablished: the trial validates Airis inside a 
research safety net, not as a stand-alone consumer product, and the engineering that 
would replace that net is specified, not yet built (Section 5.2). Cost-effectiveness 
over policy horizons — cost per case of diabetes averted, per QALY — requires 
modelling beyond the trial's direct measurement, for which the per-arm cost data are 
the essential input. And the result is, so far, a single trial in a single system: 
replication, and the proposed at-scale pilot (Section 8.3), are how working findings 
become a basis for entitlement decisions. These six limits define the research 
agenda of Section 5.7; none of them weakens the design argument that follows, 
because that argument is built on the finding's direction, not its final decimal. 

3.7 Acceptability and participant experience 
Separate from the clinical outcomes reported above, the project ran an end-of-
programme satisfaction survey across the three active arms, completed after the 
intervention closed on 30 April 2026. It is reported here in full because it is a 
complete, self-contained body of evidence and because acceptability is not a 
secondary nicety: an intervention that participants will not use, trust or pay for cannot 
be delivered at scale, whatever its efficacy. A total of 177 participants returned 
complete responses — 56 in professional health coaching, 50 in peer coaching, and 
71 in AI self-coaching (Airis) — rating the programme on willingness to recommend, 
habit formation, the perceived value of each component, wearable use and retention 
intention, trust in the guidance received, and willingness to pay. The results are 
descriptive, not significance-tested; the arms were not balanced in size; and 
respondents are programme completers, so their views describe the experience of 
those who stayed the course rather than of everyone who began. With those caveats 
stated, three findings carry directly into the policy argument. 

The programme was well received in every format. Across all three arms, roughly 
eight to nine in ten participants reported adopting a new healthy habit (94.6% 
professional, 82.0% peer, 81.7% Airis), valued the wearable (85.7% / 78.0% / 
87.3%), and intended to keep using it after the programme (83.9% / 78.0% / 84.5%). 
Acceptability of the underlying model — wearable plus structured content plus a 
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coaching channel — is therefore established in a Slovak at-risk population, which is a 
precondition for any of the implementation options in Section 7. 

Professional coaching is the quality benchmark. It led on every measure, most 
decisively on the relational ones: a mean recommendation of 9.45 out of 10, 100% of 
participants expressing trust in their coach (with no participant expressing any 
distrust), and the highest willingness to pay. This is the clearest signal in the dataset 
of what the expert human relationship adds, and it sets the bar against which the 
scalable modalities are read. 

AI self-coaching is a credible, scalable modality. As a fully automated arm with no 
human coach, Airis nonetheless matched or exceeded the human peer-coaching arm 
on several measures that matter for deployment: willingness to recommend (8.04 vs 
7.78), the value participants placed on the wearable and their daily use of it, intention 
to keep using the device (84.5% — the highest of all three arms), and willingness to 
pay (62.0% vs 54.0%). Roughly four in five participants (78.9%) trusted health 
guidance from Airis, approaching the 82.0% recorded for human peer coaches, with 
only 5.6% expressing any distrust. On habit formation the two arms are level (81.7% 
vs 82.0%). For a novel modality, this is a strong acceptability result, and it is 
consistent — on engagement, retention and trust — with the project's working 
position that AI-led coaching is broadly comparable to human-led support (Section 
3.5). 

Measure (favourable / top-2-
box unless noted)

H e a l t h 
c o a c h i n g 
(n=56)

P e e r 
c o a c h i n g 
(n=50)

Self-coaching — 
Airis (n=71)

Mean recommendation (1–
10, higher better)

9.45 7.78 8.04

Strong recommenders (9–
10)

85.7% 48.0% 50.7%

Adopted a new healthy 
habit

94.6% 82.0% 81.7%

Wearable — valued 85.7% 78.0% 87.3%

Activity tracking used daily 89.3% 68.0% 85.9%

Intend to keep using the 
wearable

83.9% 78.0% 84.5%

Trust in guidance 
(favourable)

100% 82.0% 78.9%

Any distrust expressed 0.0% 2.0% 5.6%

Coaching communication 
— valued

92.9% 62.0% 69.0%

Willing to pay for the 
programme

89.3% 54.0% 62.0%
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Table 3.3 Acceptability and experience by arm, end-of-programme satisfaction survey 
(n=177). Percentages are favourable (two most positive options). For the Airis arm, 
"coaching communication" refers to communication with Airis. These are experience 
data, distinct from the clinical outcomes in Table 3.2. 

Two patterns in the data shape the design argument that follows. First, the content 
tools (the Health Compass and the structured action plan) were rated markedly more 
valuable when a professional coach helped participants use them (the Health 
Compass was valued by 78.6% in the professional arm against roughly 46% in each 
of the self-directed arms), which points to guided onboarding — human or AI — as 
the lever for getting more out of the same material. Second, and most consequential 
for Section 5, the critical feedback in every arm converged on a single request: 
human and social connection layered onto the digital tools. Professional-arm 
participants most often asked simply for more contact with their coach; peer-arm 
participants wanted more group challenges; and in the Airis arm the single most 
common improvement request, raised by 31 of 71 respondents, was the option to 
reach a real person alongside the AI. The qualitative material is equally pointed. 
Where Airis participants explained their trust, the recurring reasons were that its 
advice was consistent with standard medical guidance, that it could cite a source 
when asked, and that being part of a research study increased their confidence in it 
— and the criticisms took the form of a feature wish-list (less repetition, more 
proactivity and accountability, deeper personalisation) rather than a rejection of the 
concept. As one Airis participant put it, "I trust it — not least because it is part of this 
study. When I asked for a source, it sent me a study"; another, "Airis was excellent, 
but a real human is something different — the option to consult a real specialist 
would be great". Participants are not asking to replace the technology; they are 
asking to add a human layer on top of it — which is precisely the hybrid, tiered model 
the project proposes (Sections 5.1 and 5.6), and an unusually direct case of users 
specifying the product. The willingness-to-pay pattern reinforces it: a premium human 
tier with demonstrated willingness around and above €100, and an affordable AI tier 
that more participants would pay for than the human peer alternative, at a lower price 
point — the classic profile of a scalable digital product, and the empirical basis for the 
tiered offering in Sections 5.6 and 7.3.1. 

4 Implications: what the findings tell us about behaviour 
change at scale 
Section 3 reported what the trial tested, the shape of what it found, and how 
participants experienced it. This section is the analytical bridge between "we ran an 
RCT" and "this is what to build at population scale": it reads the findings, the trial's 
data architecture, the acceptability evidence and the project's ethics work for the 
design principles they imply. Four readings follow — who needs what (4.1), what 

Average amount among 
those willing (≈ €)

€106 €90 €68

Measure (favourable / top-2-
box unless noted)

H e a l t h 
c o a c h i n g 
(n=56)

P e e r 
c o a c h i n g 
(n=50)

Self-coaching — 
Airis (n=71)

DIG4HEALTH  ·  D7.3 — Policy report on implementation potential  ·  NCT06983431  ·  page 16



each unit of effect costs (4.2), what actually limits impact (4.3), and what trust 
requires (4.4) — and the section closes by distilling them into the principles that 
Section 5 builds on (4.5). As throughout, the argument here is built on the direction 
and structure of the findings reported in Section 3 and on the acceptability data of 
Section 3.7. 

4.1 What worked, and for whom 
The headline comparison of Section 3.5 — AI-led coaching comparable to human-
led, at lower magnitude — is an average, and averages are exactly what a 
deployment decision should not be built on. The more consequential question is 
heterogeneity: for whom is the light-touch digital programme sufficient, and for whom 
does the human relationship carry the effect? The trial was constructed to observe 
this. Participants enter with measured baseline characteristics on every dimension 
the segmentation question needs — readiness to change (screened at entry), age 
across the 25–65 band, severity within the BMI 27–42 range, socioeconomic and 
digital-use characteristics — and the platform records each participant's engagement 
trajectory continuously, so that response can be related to profile rather than only to 
arm. 

Editorial note: given arm sizes of roughly 50–90, the subgroup and 
responder readings below are indicative rather than confirmatory and are 
directional statements, to be tightened against the project's full statistical 
analysis. 

The working pattern is the one the hybrid-model argument of Section 5.1 needs, and 
it has three parts. For digitally confident, adequately motivated participants, the 
AI-led programme appears sufficient: the always-available, judgment-free, zero-
friction channel suits exactly the people who do not need accountability imported 
from outside, and the acceptability data bear this out — the Airis arm posted the 
study's highest wearable engagement and retention intention and a willingness to 
pay ahead of the peer arm (Section 3.7). For participants with lower baseline 
motivation, lower digital confidence, or more complicated circumstances, the 
human anchor — professional or peer — appears to matter most, both for staying in 
the programme and for the size of the effect; the professional arm's near-universal 
trust and recommendation, and its price premium, locate the value of the expert 
relationship precisely where the literature predicts it. And the peer arm carries its 
own lesson: that a substantial part of what a "coach" provides is accountability, 
identity and belonging rather than expertise, and that these can be supplied by 
structured lay leadership at a fraction of professional cost (Bandura, 1997; Lorig & 
Holman, 2003) — though the peer arm's wider spread of satisfaction, and its honest 
minority who said they would have preferred a qualified coach, mark the limits of lay 
delivery. The qualitative strand adds the texture beneath the pattern — what made 
the wearable feel useful rather than surveillant, when Airis felt like support rather than 
spam, why participants disengaged when they did. The design implication is the one 
Section 5 takes up: a uniform service is wrong twice over, over-serving one end of 
the population at unnecessary cost and under-serving the other at the cost of effect. 
The right object is a segmentation and routing rule — and the trial's contribution is to 
begin to say what the rule should condition on. 
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4.2 The cost-effectiveness frontier 
The arms of the trial differ not only in outcomes but in cost structure, and the 
difference is structural rather than incremental. The human-coached arm's cost 
scales linearly with participants: a trained professional working with groups of six to 
eight is a recurring cost per cohort, forever. The peer-coached arm shifts part of that 
cost to recruitment, training and supervision of lay coaches — cheaper per 
participant, but still a human pipeline that must be built and maintained. The AI-led 
arm's cost is weighted heavily toward fixed build costs rather than per-participant 
delivery: once the platform, the content and the assistant exist, each additional 
participant adds little direct delivery cost beyond a wearable and some infrastructure. 
But the model itself is not free at the margin: monitoring, human-in-the-loop 
oversight, and periodic retraining and revalidation are recurring costs that scale with 
use rather than disappearing — and, as the project's own ethics work notes, they are 
not insubstantial, particularly on the own-LLM path of Section 5.3. These are 
nonetheless different kinds of cost curve, and they respond differently to scale: 
human-led provision gets linearly more expensive as it reaches more people, 
whereas AI-led provision spreads its largely fixed build costs over more users — 
cheaper per head as it grows, though not to zero. 

Plotting the arms by per-participant cost against effect produces the frontier this 
report keeps returning to, and the headline is that the AI-led intervention sits at a 
strikingly different point on it: a somewhat smaller effect, for a substantially smaller 
marginal cost. For a budget-constrained payer the relevant objective is not effect per 
participant but effect across the population a fixed budget can reach — and on 
that objective, a programme that can serve many at moderate effect can dominate 
one that serves few at high effect, provided the people who genuinely need intensity 
get it. That proviso is the bridge between this subsection and the last: the efficient 
programme is not the cheapest arm scaled up, but a tiered system that buys human 
intensity only where it buys effect (Section 5.6), financed by a reimbursement 
architecture that can pay for differentiated intensity (Section 7.3.1). The demand side 
points the same way: participants sorted themselves into a premium human tier 
(willing to pay around and above €100) and an affordable AI tier (a majority willing to 
pay, at a lower point) without being asked to (Section 3.7). Two honest caveats 
belong here rather than in a footnote: trial cost is not deployment cost — a deployed 
AI arm must carry the safety, grounding and escalation engineering of Section 5.2, 
which shifts its cost curve upward — and the frontier says nothing yet about long-
horizon cost-effectiveness, which requires the modelling flagged in Section 3.6. 

4.3 Adherence as the rate-limiting factor 
In prevention, efficacy is conditional on adherence in a way it is not for most of 
medicine: a lifestyle intervention that is not used does not work, and the international 
experience is that programmes fail in the drop-off curve, not in the protocol. The trial 
therefore treated adherence as a designed property and a primary outcome, not a 
hoped-for behaviour — and this is arguably the most transferable thing about it. The 
design choices are worth listing because each is a policy-relevant lesson in 
miniature: delivery through a low-friction, conversational app available on demand 
rather than care that waits for the next appointment; a coach — human or AI — 
available at the moment of need rather than at the next appointment; wearable 
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feedback that makes progress visible daily, because visible progress is itself a 
motivator (Harkin et al., 2016); a deliberately designed nudge cadence rather than 
ad-hoc reminders (Thaler & Sunstein, 2008); group and peer accountability where 
the arm provides it; and a thematic arc with weekly micro-goals built to carry 
participants across the motivational "dead zone" in the middle of a long programme 
(Fishbach, 2022) (Section 3.3). The acceptability data suggest the choices landed: 
daily activity-tracking use ran at 86–89% in the professional and Airis arms, and 
retention intention was highest in the fully digital arm (Section 3.7) — consistent with 
the wider finding that consumer wearable trackers, embedded in a behavioural 
programme, raise and sustain physical activity (Brickwood et al., 2019; Ferguson et 
al., 2022). 

The deeper lesson, however, is about observability. Because every arm runs on the 
wearable and the platform, struggling is visible before dropout happens: wear-
time decays, check-ins lapse, journaling stops, message response slows — days or 
weeks before a participant formally disappears. In the trial this telemetry fed human-
in-the-loop monitoring, making it possible to see where disengagement clustered and 
what predicted it. For deployment, this is the single most valuable property of the 
technology-assisted model: in a conventional programme, the system learns a 
participant is failing when they miss appointments; here, disengagement is a 
continuous, predictable signal that can trigger escalation — a human call, a tier 
change, an adapted plan — while there is still someone to escalate to. Adherence 
engineering, in other words, is not a soft skill bolted onto the programme; it is a data 
architecture, and it is the operational core of the tiered model in Section 5.6. The 
same logic extends to entry: the benchmark systems show that uptake is determined 
less by the programme's quality than by the friction of getting into it, which is why 
referral and embedding (Section 7.3.2), not marketing, are where reach is won. 

4.4 The ethics and trust dimension 
The project examined the ethics of AI-assisted coaching with the same rigour as its 
effectiveness, and the results are not abstractions: they are the specification of what 
may be deployed, where, and under what controls. The project's risk matrix — built 
on the EU's Assessment List for Trustworthy AI (HLEG, 2019) and accompanied by a 
fundamental-rights impact assessment — rates the most serious risks of the AI coach 
as follows. Lack of complex medical diagnostics (very high): the coach advises 
without the participant's full medical picture, and a recommendation made in 
ignorance of an undisclosed condition can be unsafe. Echoing negative emotions 
(very high): a user who arrives in acute distress can be met with reflection rather than 
de-escalation. Chatbot hallucinations (high): confident, plausible, wrong advice that 
a non-expert cannot detect, especially when embedded among sound advice. 
Anthropomorphisation (high): emotional attachment to the system, over-disclosure, 
substitution for human contact, and loss when the programme ends. Automation 
bias (high): the surrender of critical judgment because "the machine must be right" 
— a documented failure mode of decision support, not a hypothetical one (Goddard 
et al., 2012). A band of considerable risks sits beneath these — language bias 
against users who write informal Slovak; failures of AI-awareness and transparency 
that the AI Act now prohibits (Regulation (EU) 2024/1689); contextual privacy harms 
and the difficulty of honouring consent withdrawal against a trained model; accuracy 
drift when underlying models are updated; sycophancy that flatters rather than 
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corrects — and the rights assessment flags privacy and the environmental 
footprint of large-model use as the most exposed fundamental-rights dimensions. 

The trial's own handling of these risks is the template for what deployment must 
institutionalise, and the acceptability data show why it pays off. Participants are 
explicitly informed that they are interacting with an AI system, and reminded of its 
limits; lifestyle guidance is demarcated from medical advice; the AI operates with 
controls against extreme or harmful recommendations and under continuous human-
in-the-loop monitoring, with defined protocols for intervention in risk situations; and 
privacy was engineered from the start — consent with an audit trail, anonymised 
analytical datasets, and a device selection that excluded a candidate on data-
jurisdiction grounds. The pay-off is visible in Section 3.7: the reasons participants 
gave for trusting Airis — that its advice tracked standard medical guidance, that it 
could produce a source on request, that it sat inside a supervised study — are 
exactly the trust-by-design properties the ethics framework prescribes, and the 
broader literature confirms that transparency about the agent's nature and 
competence is what drives acceptability of health chatbots (Nadarzynski et al., 2019). 
Two policy conclusions follow. First, these risks and their mitigations are precisely 
what draws the line between a wellness deployment and a healthcare deployment of 
the same technology (Section 5.3): the supervision the trial provided by design is 
what an unsupervised product must replace with engineering — grounding in 
validated content, reliable escalation, auditability (Section 5.2) — before it may 
operate where the stakes are clinical. Second, trust is not only a participant-
protection issue but the adoption currency of the whole agenda: clinicians will not 
refer into, and the public will not stay with, a system they do not trust, and the 
project's finding that trustworthiness can be specified, engineered, audited and — the 
survey now shows — earned, rather than merely asserted, is itself one of its more 
useful results (WHO, 2024). 

4.5 What this means for designing population-scale prevention 
Read together, the four analyses above compress into five design principles, which 
are the brief that Section 5 executes. Segment and triage, don't average (from 4.1): 
the unit of design is the patient profile, not the programme; the system should match 
support intensity to need and adjust it as the data move. Buy human intensity 
where it buys effect (from 4.2): human contact is the scarcest and most expensive 
component; spend it on the participants for whom it changes the outcome, and let the 
lower-marginal-cost channel carry the rest. Engineer adherence as a first-class 
outcome (from 4.3): choose low-friction channels, make progress visible, design the 
nudge cadence — and above all, treat continuous engagement data as the early-
warning system that triggers escalation before dropout. Make safety the product, 
not the disclaimer (from 4.4): grounding, escalation, transparency, auditability and 
privacy are the conditions of operating in healthcare at all, and they must be 
engineered and governed, not promised. And design for the people who were not 
in the trial: the populations a volunteer study cannot reach — lower-income, lower-
digital-literacy, rural, older, marginalised — are where the burden of Section 2 
concentrates, so equity of reach is a design requirement from the first sketch 
(Sections 5.7 and 7.4.3), not an evaluation finding to regret later. What a programme 
built on these principles looks like — component by component, tier by tier, and 
regulatory path by regulatory path — is the subject of the next section. 
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5 The shape of next-generation prevention: Airis and the 
hybrid model 
Section 4 read the project's findings as evidence about behaviour change at scale. 
This section turns from analysis to design. It asks a deliberately concrete question: 
given what DIG4HEALTH has learned, what should the next generation of 
technology-assisted prevention actually look like, and what role should each of its 
components — the AI coach, the wearable, the human professional, the content — 
play? The argument that follows is more assertive than the usual "more research is 
needed" conclusion, because the project's central empirical signal warrants it. It is 
also careful, because the strongest claims rest on a single fourteen-week trial. 

5.1 Reframing the hybrid model 
The conventional account of digital health divides labour neatly: artificial intelligence 
delivers scale, and humans deliver outcomes. On this view, an AI coach is a cheap 
way to reach many people with something better than nothing, while the real 
therapeutic work — motivation, accountability, the relationship that sustains hard 
behavioural change — remains the domain of the human professional. The hybrid 
model is then simply a budget compromise: as much human contact as can be 
afforded, padded out with automation. 

DIG4HEALTH's central finding complicates that picture. The self-coaching arm — in 
which participants received no routine human coaching, only the Airis app, the 
wearable and the programme's nudges (alongside the same baseline and final 
assessment visits as every arm) — achieved adherence and primary outcomes 
comparable to the human-led arms — tracking professional coaching closely and 
exceeding the human peer arm on the headline anthropometric measures (Section 
3.4), and earned acceptability, engagement and trust on a par with the human peer 
arm (Section 3.7). If that result holds, the scale–quality trade-off is not as sharp as 
the conventional account assumes. AI is not merely "better than nothing"; on the 
dimensions this trial measured, it is competitive — a reading consistent with the 
emerging trial and meta-analytic evidence that conversational-agent and AI-chatbot 
interventions can move physical activity, diet and sleep behaviours across diverse 
populations (Singh et al., 2023; Aggarwal et al., 2023). 

The right conclusion to draw is not that humans are dispensable. It is that the 
interesting question has moved. It is no longer "which component is intrinsically 
better?" but "which patient profile needs which mix?" Some people will reach their 
goals with a light-touch digital programme; some will not engage with anything that is 
not anchored by a human relationship; many sit between. A hybrid model worth 
building is therefore not a fixed blend of AI and human contact applied uniformly, but 
a segmentation engine: a system that matches the intensity and type of support to 
the individual, escalates when the data say a participant is struggling, and de-
escalates when they are not. The binding design constraint becomes triage, not the 
relative merit of any one channel. 

This reframing is not merely the project's inference; it is what participants themselves 
asked for. The single most common improvement request from the Airis arm was the 
option to reach a real person alongside the AI, and the dominant theme across all 
three arms was a wish for more human and social connection layered onto tools that 
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participants already valued (Section 3.7). Users were not asking to replace the 
technology with a human, nor the human with technology; they were specifying the 
hybrid. That is an unusually direct validation of the design, and it changes the cost 
question for policy. If human-led and AI-led arms were simply better and worse 
versions of the same thing, the policy choice would be how much to pay for quality. If 
instead they are differently suited to different people — and the people themselves 
can tell which they need — the policy choice is how to route each person to the least 
intensive support that works for them, which is both cheaper and, for many, more 
effective than a one-size service. Section 4.2 set out where the project's arms sit on 
the cost–effectiveness frontier; the design implication is that a segmented 
programme can occupy several points on that frontier at once. 

5.2 Airis: where it is, where it can go 
Airis, as it stands at the end of the project, is best understood at three levels: as a 
research tool built to test a hypothesis, as a productisable component that could 
become part of a deployable service, and as an instance of a wider category of 
system — the LLM-based behavioural coach delivered through a familiar messaging 
channel. Honesty about each level is what makes the forward argument credible. 

As deployed in the trial, Airis is a large-language-model assistant delivered through a 
purpose-built app. It interprets self-reported information and the participant's 
wearable data, helps set SMART and action goals, suggests weekly micro-tasks, 
prompts check-ins and journaling, and delivers motivational and reflective messages 
on a recurring, thematically rotating schedule. Its strengths are exactly the ones a 
human coach cannot match at scale: it is consistent, available at any hour, identical 
in quality across thousands of users, and able to personalise on a continuous stream 
of biometric data without the friction of scheduling. It removes the two things that 
most reliably kill adherence in conventional programmes — the wait for an 
appointment and the cost of each contact. The acceptability evidence shows these 
strengths register with users: the Airis arm's wearable engagement and retention 
intention were the highest in the study, and a majority would pay to continue (Section 
3.7). 

Its limits are equally clear, and the project's own ethics work names them. Airis does 
not perform clinical reasoning and has no view of a participant's full medical picture; 
recommendations made without knowledge of an undisclosed condition could be 
inappropriate or unsafe (rated very high in the project's risk matrix as "lack of 
complex medical diagnostics"). As an LLM it can hallucinate — produce confident, 
plausible, wrong advice that a non-expert user may not detect (rated high as "chatbot 
hallucinations"). It invites anthropomorphism and emotional attachment, which can 
lead users to over-disclose or to treat the system as a substitute for human contact 
(rated high as "AI anthropomorphisation"). And it can mishandle a user who arrives in 
acute distress, potentially echoing rather than defusing negative states (rated very 
high as "echoing negative emotions"). These are not reasons to abandon the 
approach; they are the precise specification of what a safe deployment must 
engineer around — and the dividing line between what Airis may do in a wellness 
context and what it may do in a healthcare one (Section 5.3). 

A plausible twelve-to-twenty-four-month development trajectory follows directly from 
this assessment — and, helpfully, from what participants asked for. The satisfaction 
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survey's critical feedback resolved into a coherent product roadmap: less repetition, 
more proactivity and accountability ("push me more"), deeper personalisation 
(tailored meal and exercise plans, richer use of wearable data), continuation beyond 
fourteen weeks, and an optional human touchpoint (Section 3.7). Mapped onto the 
engineering, four priorities stand out. First, grounding: connecting Airis's responses 
to the project's own validated content layer (Section 5.5) through retrieval, so that 
advice is drawn from a curated, clinician-reviewed knowledge base rather than 
generated freely — the single most effective practical mitigation for hallucination in a 
domain where the safe answers are largely known in advance, and the engineering 
correlate of the very property participants cited as a reason to trust it (that its advice 
tracked standard guidance and could cite a source). Second, escalation: building 
reliable detection of distress signals, red-flag symptoms and disengagement, with 
automatic hand-off to a human and a clear safety net — which is both what the ethics 
framework requires and what the most common user request implies. Third, 
auditability and control: versioning, logging and reproducibility of the model's 
behaviour, which is a prerequisite for any regulated use and is discussed next. 
Fourth, localisation: robust performance in Slovak, including for users who write 
informally, which the ethics matrix flags as a fairness risk ("language bias"), and for 
which the consortium holds a relevant national asset (Section 7.6). None of these is 
exotic; together they are what turns a research chatbot into a candidate component 
for a real service. 

5.3 The regulatory pathway question 
What Airis is allowed to claim, who can prescribe it, and whether a health insurer can 
reimburse it all depend on a single upstream decision: which regulatory category the 
product is built for. There are two realistic paths, and they pull the product in different 
directions. 

Short-term: a non-medical wellness classification. The faster route is to position 
Airis as a health-promotion or wellness product that makes no medical claims. The 
regulatory burden is light, time to market is short, and the product can be offered 
directly to employers, insurers' voluntary programmes, or individuals. The cost is 
twofold. The product cannot claim to diagnose, prevent or treat disease, which 
constrains how it is marketed and what evidence it can rest on; and it cannot easily 
be integrated into reimbursable, prescribed care, because a wellness app sits outside 
the clinical pathway. This is a sensible bridge — it generates revenue, real-world data 
and user trust — but it is a bridge, not a destination, if the ambition is to become part 
of how the health system delivers prevention. 

Long-term: MDR-certified software as a medical device. The destination the 
project's commercialisation aim points to is a regulated medical device: software 
whose intended purpose is the prevention or management of disease, certified under 
the EU Medical Device Regulation (Regulation (EU) 2017/745, MDR) and, 
increasingly, assessed as a high-risk AI system under the EU AI Act (Regulation (EU) 
2024/1689) (the project's own regulatory analysis develops this). It is the intended 
use, not the technology, that triggers this classification: a behavioural coaching 
system marketed for the prevention of obesity-related disease would fall within the 
definition of a medical device, and most such software lands in MDR risk class IIa 
(MDCG, 2019). This is the category occupied by Germany's prescribable digital 
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health applications (Section 6.2), and it is the only category that unlocks prescription 
and statutory reimbursement. 

Reaching it imposes a demanding and continuing set of obligations: a precisely 
defined intended purpose; technical documentation covering the whole lifecycle of 
the device; clinical evidence of benefit; rigorous version control; a pre-declared plan 
for how the system may change without re-triggering conformity assessment (a 
"predetermined change control plan"); locked evaluation datasets and the ability to 
roll back to a known-good version; and post-market surveillance of ongoing 
performance. The international regulatory frameworks — MDR, the EU AI Act, the UK 
MHRA software regime and the US FDA approach — converge on exactly these 
principles (Gilbert et al., 2023). 

Here lies the constraint that shapes the whole product strategy, and that the policy 
reader most needs to understand. An LLM-based device built on a proprietary, 
closed, externally hosted foundation model — accessed only through a vendor's 
API — is extraordinarily difficult, arguably impossible, to certify under this regime. 
The manufacturer does not control the model: it cannot pin a version indefinitely, 
cannot prevent the vendor from updating or retiring the model underneath it, cannot 
inspect the training data, and cannot guarantee that yesterday's validated behaviour 
will reproduce tomorrow. Certification demands lifecycle control, change 
management and auditability over the entire system; a closed API offers control over 
a thin application layer sitting on top of a substrate that can move without notice. The 
mismatch is structural, not a matter of paperwork. Several of the systemic risks 
regulators worry about — above all hallucination — are properties of the underlying 
model, which a closed API leaves the manufacturer unable to interrogate or fix 
(Gilbert et al., 2023). 

The implication is direct: a serious MDR pathway for an AI health coach requires an 
own LLM, trained or fine-tuned from open-source base models, over which the 
developer holds version control, audit access and change management. The dual-
track logic for product strategy then writes itself — a closed-API foundation is 
acceptable for the wellness/commercial track, where speed matters and the 
regulatory bar is low, while the medical-grade track must be built on a controllable, 
open-source-derived substrate. But developing and maintaining such a model is 
beyond the reach of any single start-up, including the consortium's implementation 
partner. It is properly a matter of shared infrastructure. European initiatives such as 
OpenEuroLLM — a Digital Europe Programme project (launched February 2025, 
around €37 million, coordinated from Charles University in Prague, using EuroHPC 
supercomputing to build open, AI-Act-compliant multilingual models covering all EU 
languages) — point to the kind of substrate on which an MDR-grade Slovak or 
European health-coaching model could plausibly be built (OpenEuroLLM, 2025). The 
policy ask that follows from this — public-interest co-investment in a controllable LLM 
substrate for healthcare, alongside near-term regulatory clarity on the wellness route 
— is developed in Section 7.6. 

5.4 Wearables and the data layer 
The wearable is not a peripheral accessory to the coaching; it is the sensory layer 
that makes personalisation possible and the place where the most sensitive data are 
generated. The project's device — a consumer wrist wearable providing heart rate 
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and heart-rate variability, steps and activity, sleep, stress and related metrics — 
illustrates both the promise and the open questions for a deployable programme, and 
its high and consistent valuation by participants across all arms (Section 3.7) 
confirms that the wearable, not the coaching channel, is the component users most 
reliably embrace. 

The direction of travel is toward continuous physiological signal as a routine input to 
care: not just step counts but sleep architecture, heart-rate variability and recovery as 
inputs that a coach — human or AI — acts on, and eventually integration with the 
electronic health record so that a clinician sees the same picture. Three things follow 
for the policy reader. First, the device market is not the medical-device market: 
the consumer wearables that make a programme affordable are wellness products, 
not certified medical devices, and a programme that wants to make clinical claims 
must be clear about which measurements it relies on and to what accuracy (Fuller et 
al., 2020). Second, data control is a strategic choice, not a technical detail: 
where the raw data are stored, who can access them, and whether they can leave 
the EU determined the project's own device selection (a candidate device was 
excluded on data-jurisdiction grounds), and the same logic governs any scaled 
deployment under the GDPR. Third, interoperability is the precondition for 
integration: without common standards (HL7 FHIR for clinical data exchange) and a 
route into national e-health infrastructure (ezdravie; Section 7.3.4), wearable data 
remain a private silo that cannot inform reimbursable care. The European Health 
Data Space, now in force (Regulation (EU) 2025/327), is the policy frame that will 
increasingly govern both the primary use of such data for the individual's care and its 
secondary use for research; a Slovak deployment should be designed to that frame 
from the outset rather than retrofitted to it. 

5.5 Content and pedagogy as durable IP 
Beneath the AI and the wearable sits a third layer that is easy to overlook and the 
most durable of the three: the structured behavioural content. It exists in two related 
forms — Kompas zdravia, the public, theme-organised health-education material for 
participants, and the Health Coaching protocol (the trainer's manual), which arranges 
the same material into the fourteen-week journey across nutrition, movement, sleep, 
stress and relationship with self and is what the project used to train its health and 
peer coaches. This content is distinct from the technology that delivers it. The same 
material can be delivered by a human coach, surfaced by Airis, taught to students, or 
repackaged for a different population, and it does not become obsolete when a 
model is upgraded or a device is replaced. 

That makes the content the consortium's most transferable asset and a natural point 
of connection across projects. It is the clinical backbone that grounds the AI (Section 
5.2): a curated, expert-reviewed knowledge base is what allows an LLM coach to 
answer from validated material rather than invent — and the satisfaction survey 
shows participants noticed and rewarded exactly this property in Airis (Section 3.7). It 
is the curriculum that trains the human coaches whose role Section 7.3.3 proposes to 
formalise. And it is precisely the kind of evidence-based teaching material that the 
HealthyU initiative is building into Slovak higher education — a two-way exchange in 
which DIG4HEALTH's tested content informs what HealthyU teaches, and HealthyU's 
pedagogical framing strengthens the programme's content (developed in Section 
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7.4.1). Treated deliberately as intellectual property, this layer outlives any particular 
product. 

5.6 What a deployable next-generation programme looks like 
Pulling the components together, a deployable programme is defined less by any 
single technology than by four design principles. 

• Modular. The human, AI, peer and content components are mix-and-match, 
assembled per patient segment rather than bundled into one fixed offer. 

• Tiered. Support intensity is matched to need: light-touch AI for lower-risk, well-
motivated participants; human-led or blended support for higher-risk or 
struggling ones; with movement between tiers driven by the data and by 
participant preference — participants across every arm asked for a human 
within reach (Section 3.7) — recognising that what the data indicate and what 
a participant wants will not always coincide, and that whether a participant 
reliably knows what they need is itself an open question the model must hold 
carefully rather than resolve by fiat. 

• Embedded. The programme is entered through the health system — GP 
referral, integration with the EASO obesity-management centres — not sold as 
a stand-alone app, because the international evidence (Section 6) is 
unambiguous that referral and embedding are what produce reach. 

• Safe. Clear escalation paths, human supervision, audit and a safety net are 
built in, in line with the project's ethics framework. 

Table 5.1 makes the tiering concrete. It is illustrative rather than prescriptive — the 
precise thresholds and routing rules are an empirical question for the pilot proposed 
in Section 8.3 — but it shows how a single programme can occupy several points on 
the cost–effectiveness frontier at once. The willingness-to-pay evidence of Section 
3.7 gives the tiers an independent, demand-side anchor: a premium human tier with 
demonstrated willingness around and above €100, and an affordable AI tier that a 
majority of participants would pay for at a lower point. 

Tier Target segment Core components
H u m a n r o l e / 
escalation

Tier 1 — 
Digital self-
coaching

Lower-risk, digitally 
confident, adequately 
motivated participants

Airis (grounded 
LLM coach) + 
wearable + 
structured nudging 
+ content

No routine human 
coach; automatic 
escalation on red-flag 
or disengagement 
signals, or on 
participant request

Tier 2 — 
Blended

Moderate risk, or Tier 
1 participants whose 
data show struggling/
dropout risk

All of Tier 1, plus 
periodic human 
coach check-ins 
and group/peer 
sessions

Coach owns the 
case; AI handles day-
to-day support 
between contacts
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Table 5.1 Illustrative tiered model for a deployable technology-assisted prevention 
programme. Thresholds and routing rules to be set empirically (see Section 8.3). 

5.7 What still needs to be researched, built and piloted 
The argument of this section is conditional, and honesty about its open ends is part 
of the case. Five gaps stand between the trial and a deployable system, and they 
map onto the recommendations in Sections 7 and 9. 

• Long-term maintenance and hard endpoints. The trial measured a 
fourteen-week window and behavioural and intermediate outcomes. Whether 
change is sustained, and whether it shifts hard cardiometabolic endpoints, is 
unknown and requires longer follow-up (the Finnish evidence in Section 6.3 
shows why this matters). 

• Equity of reach. The trial population was recruited and selected; performance 
in lower-SES, lower-digital-literacy, rural and Roma communities — and 
accessibility for people with disabilities, which the project's ethics work flags — 
is untested and must not be assumed. 

• Integration with primary care. The referral, escalation and data-sharing 
model that would embed the programme in Slovak primary care and the 
obesity-centre network is a design-and-pilot question, not a solved one. 

• The LLM substrate. The own-model route to MDR (Section 5.3) is a multi-
year build dependent on shared infrastructure and investment well beyond the 
consortium. 

• The escalation and safety layer. Reliable detection and hand-off (Section 
5.2) — the feature participants most asked for — must be built and validated 
before any deployment that goes beyond wellness claims. 

6 International benchmarks 
The case made in Section 5 is not speculative. Across several health systems, the 
components DIG4HEALTH tested — structured lifestyle intervention, referral from 
primary care, digital and remote delivery, reimbursement, and population-scale 
behavioural nudging — are already built, funded and evaluated. This section 
examines five reference systems chosen because each makes a distinct policy 
argument, and reads them with one question in mind: what would transfer to 
Slovakia, and what would not. Each case follows the same template — what the 
programme is, its scale and reach, how it is financed, the evidence of effectiveness, 

Tier 3 — 
Human-led, 
clinically 
supervised

Higher clinical risk, 
comorbidity, low 
digital literacy, or 
repeated non-
response

Human coach-led 
programme 
delivered through 
an obesity-
management 
centre; AI/wearable 
as adjuncts

Clinician oversight; 
clear referral on to 
specialist or medical 
care

Tier Target segment Core components
H u m a n r o l e / 
escalation

DIG4HEALTH  ·  D7.3 — Policy report on implementation potential  ·  NCT06983431  ·  page 27



its governance and regulation, and its transferability — and the section closes with a 
synthesis and a comparison table. 

6.1 United Kingdom — NHS Diabetes Prevention Programme and 
NHS Digital Weight Management Programme 
What it is. England runs two relevant national programmes. The Healthier You: NHS 
Diabetes Prevention Programme (NHS DPP), launched in 2016, offers a structured 
lifestyle intervention to adults with non-diabetic hyperglycaemia ("pre-diabetes", 
defined by HbA1c 42–47 mmol/mol or fasting plasma glucose 5.5–6.9 mmol/L), 
originally as group-based face-to-face sessions and later through remote and fully 
digital streams. The NHS Digital Weight Management Programme (NHS DWMP), 
launched in 2021, is a twelve-week online behavioural programme for adults living 
with obesity who also have hypertension and/or diabetes, accessed by GP and 
community-pharmacy referral and triaged into three intensity levels. 

Scale and reach. The NHS DPP is the largest diabetes-prevention programme in the 
world to achieve universal population coverage, reaching it within two years of 
launch. By the end of 2018 it had recorded over 320,000 referrals; by March 2020 
more than half a million people had been referred (Valabhji et al., 2020). Its digital 
and remote streams, expanded during the pandemic, attracted higher uptake than 
face-to-face delivery (roughly 47% versus 39%), demonstrating that the digital 
channel widens rather than narrows reach (Barron et al., 2023). The DWMP, in its 
first year (2021–22), received almost 64,000 GP referrals, of which about half took up 
the programme (Taylor et al., 2024). 

Financing. Both are NHS-commissioned and free at the point of use, delivered by 
accredited independent providers under national contracts. The model is national 
commissioning to a common service specification with multiple competing providers 
— a structure that separates the payer (NHS England) from delivery and allows the 
digital channel to be commissioned alongside in-person provision. 

Evidence. The DPP is one of the few prevention programmes evaluated against 
disease incidence rather than a proxy. Programme completion is associated with 
mean weight loss of roughly 3.3–3.6 kg and a measurable fall in HbA1c; a national 
observational evaluation found that referral was associated with about a 20% lower 
risk of progressing to type 2 diabetes, with 36-month conversion of 12.7% among 
those referred versus 15.4% among comparable non-referred patients (Parkinson et 
al., 2023). Independent economic analysis judged the programme cost-effective 
within a short horizon — against a backdrop in which type 2 diabetes costs the NHS 
on the order of £10 billion a year. The DWMP's first national evaluation reported 
mean weight change of about −2.2 kg for those who reached the end and −3.9 kg for 
completers — results that compare favourably with web-based and face-to-face 
interventions tested in trials (Taylor et al., 2024). 

Governance and regulation. These are commissioned services rather than 
regulated medical devices: quality is controlled through the service specification, 
provider accreditation and outcome reporting, not through MDR certification. That is 
an important contrast with the German model below — the same kind of digital 
intervention can reach the public either as a commissioned service or as a regulated 
product, and the two routes carry very different evidentiary and regulatory demands. 
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Transferability. The commissioning logic transfers well to Slovakia, where insurers 
already contract providers: a national or insurer-led specification with accredited 
providers, free at the point of use, is institutionally familiar. The most useful single 
lesson is that digital and remote delivery achieved equal or higher uptake than 
face-to-face at population scale (Barron et al., 2023) — direct support for the AI/
remote components of a Slovak programme. The transferability question for Slovakia 
is reach into under-served groups, where England's own evaluations found persistent 
inequalities (Section 7.7). 

6.2 Germany — Digital Health Applications (DiGA) 
This is the most important benchmark in the report, because it is the most direct 
precedent for what an Airis-like product could become: a digital therapeutic that a 
physician prescribes and a statutory health insurer reimburses. 

What it is. Germany's Digital Healthcare Act (DVG, 2019) created the DiGA — 
Digitale Gesundheitsanwendungen, "apps on prescription" — and a fast-track 
assessment run by the federal regulator BfArM under §139e of the Social Code Book 
V. A DiGA is a CE-marked medical device (MDR risk class I or IIa) whose positive 
effect on care has been, or is being, demonstrated. Once listed in the BfArM directory 
it becomes prescribable by physicians and psychotherapists and reimbursable by 
statutory health insurance (BfArM, 2024). 

The fast-track and pricing. The defining innovation is a twelve-month provisional 
listing: a manufacturer that meets the formal, safety and data-protection 
requirements can be listed and reimbursed for a year while it completes a 
comparative trial to prove a "positive healthcare effect" (a medical benefit, or an 
improvement in the structure or process of care). If the evidence is delivered, the 
DiGA is listed permanently; if not, it is removed. During the provisional year the 
manufacturer sets the price; thereafter price is negotiated with the insurers' 
association. In practice launch prices have run roughly €200–€700 per three-month 
prescription (median around €514), falling by about half after negotiation (median 
around €221) (Goeldner & Gehder, 2024). 

Scale and reach. DiGAs are available to the roughly 73 million people covered by 
German statutory insurance (about 88% of residents). The directory has grown to the 
order of 50–56 listed applications (late 2025), the majority permanently listed; 
cumulative prescriptions passed one million by the end of 2024, having risen from 
about 41,000 in 2020–21 to over 200,000 in 2022–23 (Goeldner & Gehder, 2024). 
The system also visibly enforces its evidence bar: around a dozen DiGAs have been 
delisted, the majority because they could not demonstrate a positive healthcare 
effect. 

Evidence — and the obesity precedents. Two listed DiGAs treat obesity directly 
and are the closest commercial analogues to what Airis could become. zanadio 
(listed from late 2020; for BMI 30–45) demonstrated in a randomised trial an average 
weight loss of roughly 7.75% at twelve months against essentially no change in 
controls (Holzapfel et al., 2022). Oviva Direkt (listed from 2021) showed about 3.2% 
weight loss at three months, maintained at six, leading to permanent listing and 
inclusion in the German obesity guideline. At the same time, independent reviews 
have criticised the methodological quality of some DiGA effectiveness studies 
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(Mantua et al., 2025) — a caution Slovakia should heed when designing its own 
evidence bar. 

Governance and regulation. DiGA sits at the intersection of medical-device law 
(MDR) and reimbursement law (SGB V), with the AI Act now layering additional 
obligations on AI-based applications — and substantial regulatory changes are 
expected through 2026. This is the regime in which the closed-versus-own-LLM 
question of Section 5.3 becomes concrete: an AI coaching DiGA must satisfy lifecycle 
control, change management and post-market surveillance over the whole system. 

Transferability. DiGA is the template Slovakia would adapt if it chose the digital-
therapeutics route (Section 7.3.1). Its transferable features are the provisional-listing 
mechanism (market access before full evidence, with a hard deadline to deliver it), a 
single national assessor, and a defined, enforced evidence standard. Its cautions are 
equally instructive: prices set unilaterally in year one drew criticism, evidence quality 
has been uneven, and replicating a BfArM-grade assessor is a real institutional cost 
for a small country — which argues for leaning on the EU level rather than building a 
Slovak BfArM from scratch. 

6.3 Finland — from the Diabetes Prevention Study to a national 
strategy 
What it is. Finland's contribution is not a single product but a decades-long 
demonstration that population-level chronic-disease prevention is achievable when it 
is politically prioritised and sustained. The lineage runs from the North Karelia project 
(which cut cardiovascular mortality through community-level intervention; Puska & 
Jaini, 2020) to the Finnish Diabetes Prevention Study (DPS) and on to national 
programmes. 

Evidence. The DPS, begun in 1993 with 522 middle-aged, overweight adults with 
impaired glucose tolerance, was the first individually randomised trial to show that 
type 2 diabetes can be prevented by lifestyle change. The intensive-lifestyle group 
had a 58% lower risk of developing diabetes than controls; cumulative incidence at 
four years was about 11% versus 23% (Tuomilehto et al., 2001). Crucially for Section 
5.7, the benefit persisted for years after the active counselling ended, and long-term 
follow-up over more than a decade confirmed a sustained reduction in risk (Lindström 
et al., 2013). The US Diabetes Prevention Program independently reproduced the 
same 58% figure and showed lifestyle change to be both more effective and more 
cost-efficient than preventive medication (Knowler et al., 2002). 

From trial to system. Finland translated this evidence into national infrastructure: a 
simple, validated risk-screening tool (the Finnish Diabetes Risk Score, FINDRISC) to 
identify high-risk individuals without laboratory tests (Lindström & Tuomilehto, 2003), 
and a national programme for the prevention and care of type 2 diabetes (DEHKO), 
whose implementation arm rolled risk-screening and lifestyle intervention into routine 
primary care. 

Financing and governance. Prevention is delivered through a publicly funded, 
primary-care-anchored system and sustained as national policy across electoral 
cycles, supported by a long-standing population health-monitoring capability that lets 
the system see emerging risks and target them. 
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Transferability. Finland is less a model to copy than a discipline to adopt. Three 
elements transfer directly and cheaply: a validated risk-screening tool to find the 
at-risk population (Slovakia could adopt or adapt FINDRISC at the point of the 
preventive check-up); delivery anchored in primary care rather than in specialist 
clinics; and the recognition that prevention pays off over a long horizon, which has 
implications for how Slovak insurers and the state account for its costs and benefits 
(Section 7). The harder lesson — sustained cross-cycle political commitment — is 
the one most worth naming explicitly to a Slovak policy audience. 

6.4 Netherlands — the Combined Lifestyle Intervention (GLI) 
What it is. The Dutch Gecombineerde Leefstijlinterventie (GLI) is the closest 
structural parallel to DIG4HEALTH's intervention: a combined lifestyle programme of 
nutrition, physical activity and behaviour change that has become a reimbursed 
entitlement within basic health insurance. Since 1 January 2019, on rules set by the 
Dutch healthcare authority (NZa), a GP can refer an eligible patient to a two-year 
programme delivered by a lifestyle coach, working with dieticians and 
physiotherapists (Zorginstituut Nederland, 2018). 

Scale, eligibility and financing. Eligibility is by GP referral for adults with a BMI of 
25 or above and an added weight-related health risk (such as cardiovascular risk, 
type 2 diabetes, sleep apnoea or osteoarthritis); on the official criteria, on the order of 
2.8 million Dutch adults are potentially eligible. The programme is fully reimbursed 
from the basic insurance with no patient co-payment and no deductible — a 
deliberate choice to remove cost as a barrier to a preventive service. It grew out of a 
successful pilot run by an insurer (CZ) with academic partners before being adopted 
into the basic package. 

Recognised programmes — including digital. Rather than a single product, the 
Netherlands recognises a set of named, quality-assured programmes — CooL, 
BeweegKuur, SLIMMER and others — each delivering the same combination 
through a different model, with around seven now recognised for reimbursement. 
Most directly relevant to Slovakia, the system has formally recognised digital 
variants (online versions of CooL and SLIMMER) in which coaching is delivered 
remotely by video and, in some cases, in the participant's own language — explicit 
institutional proof that a reimbursed lifestyle intervention can be delivered through a 
digital channel and still count as covered care. 

Governance and the coach role. Quality is assured by recognising programmes 
against defined standards and by a formalised lifestyle-coach professional profile 
with a defined scope of practice — the workforce question that Section 7.3.3 raises 
for Slovakia. Delivery is regulated as a covered health service, not as a medical 
device, so the regulatory route is reimbursement policy rather than MDR. 

Transferability. Of the five cases, the GLI is the one Slovakia could most plausibly 
adapt wholesale: a GP-referred, insurer-reimbursed combined lifestyle intervention, 
delivered by a recognised coach against a defined standard, with recognised digital 
delivery already built in. It is, in effect, a working version of Section 7.3's 
"mainstreaming" option — including the per-participant reimbursement model and the 
formalised coach role — and it shows that the digital channel can be folded into a 
reimbursed entitlement rather than walled off in a separate "app" category. 
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6.5 Singapore — Healthier SG and LumiHealth 
What it is. Singapore offers a contrasting, wearable-led and incentive-driven 
approach to population behaviour change. Healthier SG, launched in July 2023, is a 
system-wide reform that enrols residents with a single family doctor and shifts 
primary-care funding toward prevention through capitation (Ministry of Health 
Singapore, 2022). Around it sit population behavioural programmes run by the Health 
Promotion Board: the National Steps Challenge, which gave residents trackers and 
rewarded physical activity, and LumiHealth, a gamified app built with Apple that 
rewarded activity, sleep, nutrition and mental-wellbeing behaviours. 

Scale and reach. The reach of the incentive model is its headline. The National 
Steps Challenge drew about 1.7 million unique participants across its first six 
seasons — close to a third of Singapore's adult population. LumiHealth, which ran 
from 2020 to 2026, engaged some 377,000 participants who completed tens of 
millions of tracked workouts before the programme wound down in favour of the 
national Healthy 365 platform that now underpins Healthier SG. 

Financing and evidence. These are state-funded public-health programmes using 
financial micro-incentives (points and vouchers) rather than reimbursed clinical 
interventions. Modelling of the National Steps Challenge estimated that sustained 
operation could prevent thousands of diabetes and hypertension cases and several 
thousand deaths over a decade, with substantial healthcare-cost savings; an 
actuarial analysis of LumiHealth estimated that sustained activity gains could 
translate into a 3–13% mortality reduction, concentrated among previously sedentary 
and older participants. The evidence is largely modelled and observational rather 
than from randomised trials, which is the principal caveat. 

Governance and regulation. As wellness and public-health programmes making no 
medical-device claims, these sit firmly in the non-medical category of Section 5.3 — 
which is exactly why they could be deployed at national scale quickly. Healthier SG's 
capitation reform, by contrast, is a financing-model lesson about realigning provider 
incentives toward prevention. 

Transferability. Singapore is the least directly transferable case — a different health 
system, a capitation primary-care reform, and a strong state role in incentives — but 
it is the most instructive on two points: incentive and gamification design at 
population scale (relevant to Slovak insurers' voluntary wellness schemes and to 
employer-based occupational-health pilots), and the demonstration that a wearable-
led, behaviourally-incentivised model can engage a third of a population. The 
caution is equally clear: engagement is not the same as a clinical outcome, and the 
model leans on a financing and incentive structure Slovakia does not share. 

6.6 Synthesis: what repeats, what transfers, what does not 
Read together, the five cases point to a consistent set of features in the systems that 
work — and a clear-eyed view of what Slovakia can and cannot borrow. 

Patterns that repeat across the systems that work: entry through primary care, 
because wherever a programme achieves reach the gateway is GP or family-doctor 
referral, not direct-to-consumer marketing; risk-stratified targeting, identifying the at-
risk population deliberately — by HbA1c (UK), a validated score (Finland's 
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FINDRISC) or BMI-plus-risk criteria (Netherlands) — rather than treating everyone 
the same; cost removed at the point of use, whether through reimbursement 
(Germany, Netherlands) or free-at-point-of-care commissioning (UK), which is what 
converts an effective intervention into a used one; a recognised delivery role and a 
defined standard, so that delivery is professionalised and quality-assured against an 
explicit specification; a digital channel that works when embedded, matching or 
beating face-to-face on uptake (UK) and reimbursable as covered care (NL), 
succeeding as part of the pathway rather than as a stand-alone app; outcomes 
monitored at scale with the bar enforced, including by delisting products that fail it 
(Germany); and the recognition that prevention is a long game, whose clearest health 
and economic returns (Finland, UK DPP) accrue over years, with direct implications 
for how Slovakia should account for costs and benefits. 

What Slovakia could adopt relatively directly: the Dutch GLI structure (GP-referred, 
insurer-reimbursed combined lifestyle intervention with recognised digital delivery 
and a formalised coach role); the UK's national-commissioning-with-accredited-
providers logic, which fits the existing insurer–provider relationship; a Finnish-style 
validated risk-screening tool at the preventive check-up; and German-style 
provisional listing with a hard evidence deadline if Slovakia pursues a digital-
therapeutics route. What does not transfer cleanly: building a national medical-device 
assessor on the scale of BfArM (better addressed at EU level); Singapore's capitation 
reform and its scale of state-funded incentives; and the assumption that trial 
populations represent the whole at-risk population — every system that evaluated 
equity found gaps. These constraints shape the options in Section 7 and the 
assessment matrix in Section 7.7. 

System Model & access Financing Key evidence
Main lesson 
for Slovakia

UK NHS DPP & 
DWMP; GP 
referral; group/
remote/digital

NHS-
commissioned, 
free at point of 
use; 
accredited 
providers

DPP ~20% 
lower T2D risk; 
digital uptake ≥ 
face-to-face; 
cost-effective

Commissionin
g logic; digital 
delivery 
reaches at 
scale

Germany DiGA "apps on 
prescription"; 
physician-
prescribed; MDR 
class I/IIa

Statutory-
insurance 
reimbursement
; price 
negotiated 
after year 1

Obesity DiGAs 
(zanadio 
~7.75%/12 mo; 
Oviva ~3.2%/3 
mo); >1m 
prescriptions

The 
reimbursemen
t template; 
provisional 
listing + 
enforced 
evidence bar

Finland National strategy; 
risk-screening 
(FINDRISC); 
primary-care 
delivery

Publicly 
funded; 
sustained as 
cross-cycle 
policy

DPS 58% T2D 
risk reduction; 
effect 
sustained long-
term

Risk-screening 
tool; primary-
care 
anchoring; the 
long game
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Table 6.1 International benchmarks at a glance. Detailed figures and sources in the 
references and in Annex B. 

7 Policy options for Slovakia 
The preceding sections established two things. First, that technology-assisted 
personalised prevention works well enough to take seriously: the project's AI-
supported arm performed comparably to human-led coaching (Sections 3.4 and 5), 
was found acceptable, engaging and trustworthy by participants across all three 
modalities (Section 3.7), and lends itself to a segmented, tiered model that matches 
support to need. Second, that this is not a leap into the unknown — several health 
systems already commission, reimburse and run versions of it at population scale 
(Section 6). This section turns those findings into choices for Slovakia. It sets out the 
strategic context, three distinct policy options with an honest assessment of each, the 
specific design questions that the most ambitious option raises, the strategic question 
of the AI substrate, and a comparison matrix a decision-maker can use. The options 
are not mutually exclusive; Section 7.5 argues that the realistic path combines them. 

7.1 Strategic context: why the next 24 months matter 
Prevention is already, on paper, a Slovak priority. The Strategic Framework for 
Healthcare 2014–2030 names cost-effective health promotion and disease 
prevention as an explicit objective and puts primary ambulatory care, with the general 
practitioner as gatekeeper, at the centre of an integrated-care model (Ministry of 
Health SR, 2014/2022). The more recent "Zdravšie Slovensko 2030" agenda frames 
the goal in blunt terms — reducing Slovakia's avoidable mortality, which is among the 
highest in the EU (Ministry of Health SR, 2023). The burden that motivates this is set 
out in Section 2; in shorthand, on the order of twenty thousand deaths a year in 
Slovakia are considered avoidable, cardiovascular disease accounts for roughly half 
of all deaths, and a large share of that is preventable through the behavioural risk 
factors this project addresses (OECD/European Observatory, 2023). 

Netherland
s

GLI combined 
lifestyle 
intervention; GP 
referral; 
recognised digital 
variants

Reimbursed in 
basic 
insurance, no 
co-payment

~2.8m eligible; 
recognised 
programmes 
(CooL, 
SLIMMER, 
BeweegKuur…
)

Closest model 
to adapt 
wholesale; 
formalised 
coach role

Singapore Healthier SG 
(capitation) + 
wearable incentive 
programmes

State-funded; 
financial micro-
incentives

Steps 
Challenge 
~1.7m; 
LumiHealth 
~377k; 
modelled 
mortality ↓

Incentive & 
gamification 
design; 
engagement ≠ 
clinical 
outcome

System Model & access Financing Key evidence
Main lesson 
for Slovakia
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The gap is between this strategic intent and the delivery system's actual capacity to 
act on it, which Section 2 diagnoses in detail: prevention is specialist-led and not 
scalable to the whole at-risk population, there is no recognised health-coach role, 
financing rewards treatment over prevention, and the digital channel that could close 
the scale gap is barely used. DIG4HEALTH speaks directly to that gap. 

Three converging deadlines make the next roughly twenty-four months an unusually 
important window. The Recovery and Resilience Plan — under which this very 
project is funded — must complete its measures by 2026; its health investment has 
gone overwhelmingly into hospital, acute, mental-health and long-term care, leaving 
technology-assisted prevention as visible unfinished business and a natural 
candidate for the next funding cycle. The European Health Data Space (Regulation 
(EU) 2025/327, in force since March 2025) requires Slovakia to stand up a national 
digital-health authority within two years and will progressively mandate interoperable 
electronic health records and a registry of "labelled" wellness applications — 
decisions that will shape whether a programme like this can ever connect to the 
health system's data. And the EU AI Act and MDR transitions running through 2026 
will set the terms on which an AI health coach can be marketed at all (Section 5.3). 
Slovakia is currently assessed by the European Commission as having relatively low 
e-health maturity and interoperability (European Commission, 2025); the choices 
made in this window determine whether it enters the EHDS era able to use tools like 
this one, or playing catch-up. Decisions taken now, against the grain of these 
deadlines, are far cheaper than decisions taken later against their consequences. 

The same window opens opportunities, not only deadlines. EU funding instruments 
are aligned with exactly this agenda: EU4Health and the Digital Europe Programme 
co-finance prevention, digital-health and AI capacity, and the cohesion-policy 
Programme Slovakia 2021–2027 succeeds the Recovery Plan as a funding source 
once the latter closes. On the evidence side, the EHDS's secondary-use regime will, 
for the first time, give a Slovak programme a lawful, governed route to reuse health 
data for research, evaluation and regulatory purposes — which dovetails with the 
consortium's commitment to archive its data in a national repository under FAIR 
principles (findable, accessible, interoperable, reusable). The point for the policy 
reader is that the cost of building technology-assisted prevention now is substantially 
defrayed by EU instruments designed for it, so the marginal national investment 
required is smaller than the ambition suggests. 

7.2 Option A — Niche adoption 
What it is. The first option is to continue along the track the consortium is already on: 
commercialise the proof-of-concept as a wellness/health-promotion product (the 
short-term regulatory route of Section 5.3), run voluntary pilots with one or more 
health insurers, and deliver through the EASO-accredited obesity-management 
centres and the country-wide network of trained health coaches built in the Active.me 
project. No structural change to the health system is required; the programme 
reaches people through insurers' voluntary benefit schemes, employers' 
occupational-health offers, and self-paying individuals — for whom the willingness-to-
pay evidence of Section 3.7 (a majority in every arm willing to pay) is an encouraging 
demand signal. 

DIG4HEALTH  ·  D7.3 — Policy report on implementation potential  ·  NCT06983431  ·  page 35



Assessment. The strengths are real: it is low-cost, demands no legislation, can 
begin immediately, builds real-world evidence and user trust, and keeps the 
commercialisation track alive. It is also the option most robust to political change, 
because it does not depend on a single government's priorities. The weakness is 
equally clear. A wellness product cannot make medical claims, cannot be prescribed, 
and is reimbursed only at insurers' discretion, so reach is limited and skewed toward 
the already-motivated and the digitally confident — precisely not the hardest-to-reach 
part of the at-risk population. As a destination it under-delivers on the public-health 
ambition; as a bridge, it is valuable, and Section 7.5 treats it as exactly that. 

Two existing assets make Option A more than a holding pattern. The consortium's 
members have run studies with Slovak health insurers before, so insurer pilots start 
from a relationship rather than a cold approach; and Therapolis, the Bratislava-region 
scientific hub of excellence in health to which the consortium belongs, provides a 
regional implementation and technology-transfer vehicle. The employer / 
occupational-health channel deserves particular emphasis here: large Slovak 
employers are a natural early market for a wellness-classified programme — they 
have a direct financial interest in a healthier, more present workforce, can fund 
participation outside the reimbursement system, and offer a controlled setting in 
which to refine the product and generate cost-effectiveness data. This is also where 
the incentive-design lessons from Singapore (Section 6.5) are most directly 
applicable. An occupational-health pilot is, in effect, the lowest-friction way to begin, 
and it feeds the evidence base that Options B and C will need. 

7.3 Option B — Mainstreaming as a reimbursable service 
The second option is to integrate technology-assisted prevention into the health 
system as a reimbursable service, on the model of the Dutch GLI and the German 
DiGA (Sections 6.2, 6.4). This is the option that would deliver population-scale 
impact, and it is the one that requires real decisions. Rather than present it as a 
single switch, it is more useful to break it into the five concrete questions any serious 
design must answer. 

7.3.1 Reimbursement and pricing 

Three reimbursement architectures are available, each with a working precedent. 
Table 7.1 sets them against each other for the Slovak context of three competing 
insurers (VšZP, Dôvera, Union) and no national digital-health-technology assessor. 
The willingness-to-pay profile in Section 3.7 — a premium human tier and an 
affordable scalable AI tier — maps directly onto the tiered pricing these architectures 
must support. 

Model How it works
P r o s f o r 
Slovakia Cons / requirements

Per-participant 
lump sum (GLI 
model)

Insurer 
reimburses a fixed 
sum for a defined 
multi-month 
programme 
delivered by an 
accredited 

Simple; fits 
insurer–provider 
contracting; 
predictable 
budget impact; 
proven in NL

Bundles AI, wearable 
and human 
components into one 
price; less granular
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Table 7.1 Three reimbursement architectures for technology-assisted prevention in 
Slovakia. 

For Slovakia the pragmatic sequence is a GLI-style per-participant lump sum as 
the near-term mainstreaming vehicle — it maps onto how Slovak insurers already 
contract providers and can be piloted without new legislation (Section 8.3) — while 
the DiGA-style digital-therapeutics pathway is held as the medium-term goal for 
the medical-grade product, with Slovakia leaning on the EU regulatory level rather 
than building a national BfArM-equivalent from scratch (Section 6.2). 

7.3.2 Service delivery and the patient journey 

Every benchmark that achieves reach uses primary care as the gateway (Section 
6.6), which fits the gatekeeping logic already in Slovak strategy. The patient journey 
would run: identification at the preventive check-up or an opportunistic GP contact, 
using a validated risk score (a FINDRISC-style tool, Section 6.3) to find the at-risk 
population; referral, with eligibility on the GLI pattern of elevated BMI plus a weight-
related risk factor; allocation to a tier of the model in Section 5.6 — light-touch digital 
self-coaching for lower-risk, well-motivated participants, blended or human-led 
support for higher-risk or struggling ones; and integration with the EASO obesity-
management centres for those who need clinical oversight, with clear onward 
referral. The design principle is that the system, not the patient, carries the burden of 
routing — and that escalation between tiers is driven by the wearable and 
engagement data, not left to chance. 

7.3.3 Workforce: formalising the health-coach role 

The single most important enabling reform, and the one most within Slovakia's own 
control, is to recognise the health coach as a defined role. Slovakia has no 
recognised health-coach profession today; the project, by contrast, has already 
shown the role can be built. The Active.me project trained and mentored a country-
wide network of health coaches through a structured knowledge base, an initial 
workshop and ongoing supervision across nutrition, physical activity, cognition, sleep 
and stress — a working prototype of exactly the workforce a scaled programme 

Per-component 
reimbursement

Separate tariffs for 
coaching 
contacts, the 
digital tool, the 
device, etc.

Flexible; supports 
the tiered model 
(Section 5.6); 
pays only for what 
is used

Administratively 
heavier; risks gaming 
and fragmentation

Digital 
therapeutics 
pathway (DiGA 
model)

A listed, 
prescribable, 
MDR-certified 
product 
reimbursed at a 
negotiated price

Highest 
legitimacy; 
prescribable; 
provisional listing 
allows early 
access with a 
hard evidence 
deadline

Requires an MDR-
grade product (own-
LLM question, Section 
5.3) and an assessor 
function — best leaned 
on EU/DiGA rather 
than built nationally

Model How it works
P r o s f o r 
Slovakia Cons / requirements
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needs, and one whose preliminary intervention results (small but consistent 
improvements in weight, body composition, fitness and blood pressure) are already 
reported (Beblavý et al., 2023). The Dutch precedent shows what formalisation looks 
like: a defined competency profile, a scope of practice, and recognition as a deliverer 
of reimbursed care (Section 6.4). 

Concretely, this means defining the coach's competencies, training and certification; 
setting the scope of practice (what a coach may advise on, and the boundary at 
which they must refer to a clinician); and clarifying the relationship to existing 
professions — with implications for GP and nursing training, where coaching and 
motivational-interviewing skills can be embedded (Section 7.4). It also has a direct 
bearing on the AI design of Section 5: the coach is the human in the tiered model and 
the destination of the AI's escalation, so the role and the technology must be 
specified together — and the satisfaction survey's finding that participants across 
every arm want a human within reach (Section 3.7) makes formalising who that 
human is, and what they are accountable for, an operational necessity rather than an 
abstraction. 

Slovakia need not invent the role from nothing. A health coach can be defined either 
as a new certified non-medical role or as a certified additional competence layered 
onto existing professions — nurses, nutrition therapists, physiotherapists — several 
of which already supply the project's human coaches. The lighter-touch route is to 
recognise health coaching as a certified competence with a defined curriculum 
(drawing on the Active.me knowledge base and the Kompas zdravia content, Section 
5.5), a supervision requirement, and an explicit clinical-escalation boundary, rather 
than to create a wholly new profession with its own statutory framework. Either way, 
the design choices that matter for reimbursement are the same: who may deliver the 
service, what they are accountable for, who supervises them, and how the role is 
funded — questions the Netherlands has already answered for its lifestyle coaches 
(Section 6.4) and that the implementation matrix in Section 8.2 assigns to the 
Ministry, the professional chambers and the training providers. 

7.3.4 Data and digital infrastructure 

A reimbursed, system-embedded programme must exchange data with the national 
e-health infrastructure (ezdravie, operated by NCZI) so that a GP can refer into it, 
see outcomes, and act on them. This is currently a weak point: Slovakia's e-health 
system supports e-prescription and a patient record but has limited standardised 
means of exchanging structured data with third-party applications or ingesting 
wearable data, and the country is assessed as having low e-health maturity and 
interoperability (European Commission, 2025). Two things follow. First, any 
deployment should be built to recognised interoperability standards (HL7 FHIR) and 
designed for the European Health Data Space from the outset rather than retrofitted 
(Section 5.4), since the EHDS will mandate interoperable records and a registry of 
labelled wellness applications, and covers data generated by wearables and 
wellness apps used in care (Regulation (EU) 2025/327). Second, NCZI has a pivotal 
enabling role: the standards, the integration interface and the governance that would 
let a programme connect to ezdravie are public infrastructure, and the EHDS-driven 
creation of a national digital-health authority is the natural vehicle for delivering them 
within the same window. 
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7.3.5 Governance and quality assurance 

Reimbursing a behavioural intervention — still more an AI-based one — requires a 
quality regime, and the benchmarks show its components. From the Netherlands: 
recognise named programmes against a defined standard rather than reimbursing 
anything labelled "lifestyle". From Germany: set an explicit evidence bar and enforce 
it, including by delisting products that fail to demonstrate benefit (Section 6.2). From 
the project's own ethics work: mandate clear escalation paths, human supervision, 
auditability and a safety net, the specific mitigations the risk matrix requires for an AI 
coach (Section 5.2). These functions — setting outcome standards, accrediting 
providers and programmes, auditing performance, and overseeing the AI-specific 
risks — need a designated home, whether a new function within an existing body 
(the Ministry, the Health Care Surveillance Authority, or NCZI) or a small dedicated 
oversight unit. Defining where this sits is itself a recommendation (Section 9). 

7.4 Option C — The demand side: education and health literacy 
The third option is easy to underrate and indispensable. The most elegant 
reimbursed service fails if professionals are not trained to deliver and refer to it and if 
the at-risk population cannot or will not use it. Option C builds that demand-side 
capacity, and it is largely complementary to Option B rather than an alternative. 

7.4.1 Higher education — the HealthyU connection 

Preventive medicine, behaviour-change and coaching ("transversal") skills, and 
digital-health tools are weakly represented in Slovak medical, nursing and allied-
health curricula. This is precisely the capability the Erasmus+ HealthyU project is 
building into Slovak higher education — equipping educators to teach the transversal 
skills (empathy, active listening, motivational interviewing) and digital-health 
competence that a Healthy-city/region workforce needs. The recommendation is 
explicit and reciprocal: DIG4HEALTH's evidence base — what worked, for whom, 
and how the AI and human components combine — should inform what HealthyU 
teaches, and HealthyU's pedagogical framing and AI-supported training tools should 
strengthen how the programme's content (the Kompas zdravia layer, Section 5.5) is 
delivered. HealthyU is one of three enabling pillars on the demand side, not a stand-
alone add-on; it is how the next generation of clinicians is prepared to work alongside 
the kind of system this report describes. 

7.4.2 Continuing professional development 

Practising GPs and specialists need the same capability now, not only the next 
cohort of graduates. Short courses, certification and supervision frameworks in 
behaviour-change coaching, prevention and the safe use of digital-health tools would 
let the existing workforce refer into, supervise and trust a technology-assisted 
programme. The consortium already has directly relevant delivery experience — 
Zhiva has trained general practitioners in health-coaching methods and the 
consortium has delivered education to physicians through professional channels 
including a behavioural-health newsletter and the European Association for the Study 
of Diabetes e-learning route — which is a concrete asset for this track rather than a 
capability to be built from zero. 
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7.4.3 Population health and digital literacy 

Finally, the demand side includes the population itself. Whether the at-risk group can 
actually use these tools is an equity question, not a given: the trial population was 
selected and digitally able, while the hardest-to-reach — lower-income, rural, older, 
lower-digital-literacy and marginalised Roma communities — are both at highest risk 
and least served by a digital-first offer, the well-documented "digital inverse-care" 
pattern in which those who could benefit most engage least (Honeyman et al., 2020). 
Slovakia already has relevant public infrastructure here in the ÚVZ network of health-
protection and -promotion counselling centres, which target chronic-disease risk 
factors through behaviour change; linking a scaled programme to schools, 
community programmes and that counselling network — and designing the tools for 
accessibility from the outset — is what prevents technology-assisted prevention from 
widening the very inequalities it should narrow. 

Three design responses keep the digital divide from becoming a fairness failure. The 
tiered model (Section 5.6) should route low-digital-literacy participants toward more 
human contact rather than excluding them — the AI is the channel for those it suits, 
not a gate the rest cannot pass. Device and connectivity costs should be subsidised 
for those who cannot meet them, through insurer and NGO partnerships. And 
community delivery — through the ÚVZ counselling centres, municipal and NGO 
channels, and the obesity-management centres — should provide an in-person on-
ramp for people who will not start with an app. Health literacy is not a precondition 
the programme can assume; it is part of what the programme, and Option C, must 
build. 

7.5 A combined trajectory 
The recommendation is not to choose one option but to sequence all three. Option A 
buys time and evidence: the wellness-track pilots can begin now, generating Slovak 
real-world data and insurer confidence while the legislative and infrastructural 
groundwork for mainstreaming is laid. Option C enables Option B: a reimbursed 
service cannot scale without a trained workforce to deliver and refer to it and a 
population able to use it, so the education and literacy pillar must advance in parallel, 
not after. Option B delivers the impact: mainstreaming as a reimbursed service, 
beginning with a GLI-style per-participant model and moving toward a DiGA-style 
pathway for the medical-grade product, is what turns a successful trial into 
population-level prevention. And all three ultimately depend on resolving the AI-
substrate question of Section 5.3, which is the subject of the next sub-section. The 
implementation matrix in Section 8.2 assigns each of these moves to an actor and a 
timeline; Section 7.7 below assesses the options against a common set of criteria. 

7.6 The sovereign LLM question — a Slovak and EU strategic 
choice 
Section 5.3 established the load-bearing technical constraint: a serious MDR 
pathway for an AI health coach is effectively impossible on a proprietary, closed, 
externally hosted foundation model, because certification demands lifecycle control, 
version pinning, auditability and post-market surveillance over the whole system — 
control a closed API does not give. The medical-grade product therefore requires an 
own LLM, trained or fine-tuned from open-source base models, over which the 
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developer holds version and change control. This is the most consequential strategic 
recommendation in the report, precisely because it is the one no single actor can 
deliver alone. 

Building and maintaining such a model is beyond the reach of the consortium's 
implementation partner or any comparable start-up. It is properly shared 
infrastructure, and it should be framed as a strategic ask for co-investment by the 
state, the EU, and large employers, with two strong tailwinds. First, the EU is 
already building exactly this kind of substrate: OpenEuroLLM — a Digital Europe 
Programme initiative (launched 2025, around €37 million, coordinated from Charles 
University in Prague, using EuroHPC supercomputing to produce open, AI-Act-
compliant, multilingual models) — is the type of controllable, auditable foundation on 
which an MDR-grade health-coaching model could be built, and its Central-European 
leadership makes it especially relevant to Slovakia (OpenEuroLLM, 2025) (Section 
5.3). Second, Slovakia holds a relevant national asset: the consortium partner KInIT 
developed SlovakBERT, the first public large-scale Slovak language model (Pikuliak 
et al., 2022), and has the natural-language-processing capability to adapt an open 
substrate for Slovak-language health coaching — a sovereign capability worth 
building on rather than importing. 

Two recommendations follow, on different horizons. In the short term, the most 
useful and least costly thing the state can do is provide regulatory clarity on the 
wellness-classification route — a clear, predictable line between what a non-
medical health-promotion product may and may not claim — so that the bridge of 
Option A can be crossed with confidence while the medical-grade track matures. In 
the longer term, Slovakia should position itself within the European sovereign-AI 
effort rather than outside it, treating a controllable healthcare LLM substrate as 
public-interest infrastructure on a par with the data infrastructure the EHDS will 
require. 

7.7 Assessment matrix 
Table 7.2 assesses the three options, and the combined trajectory, against the 
criteria most relevant to a Slovak decision. The ratings are qualitative and directional, 
intended to support deliberation rather than to substitute for the costed 
implementation matrix in Section 8.2. 

Option
Indicati
ve cost

Time to 
impact

P o l i t i c a l 
feasibility

Scalabil
ity

E q u i t y 
impact

K e y 
dependenci
es

A — Niche 
adoption

Low Immedi
ate

High (no 
legislation)

Limited Low / risk 
of skew to 
the able

Insurer/
employer 
willingness; 
wellness 
regulatory 
clarity
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Table 7.2 Assessment of policy options. Ratings are qualitative and directional; see 
Section 8.2 for the costed, actor-assigned implementation matrix and Section 8.4 for 
risks and mitigations. 

The matrix points to a clear conclusion, developed in Sections 8 and 9: begin with 
Option A now, build Option C in parallel, and prepare the ground for Option B as the 
central medium-term goal — with the AI-substrate question (7.6) treated as the long-
horizon strategic investment on which the most ambitious version of the whole 
agenda depends. 

8 From options to implementation 
Section 7 set out what Slovakia could do. This section sets out who would have to do 
it, in what order, and at what cost. It maps the actors and their stake in the outcome 
(8.1); translates the combined trajectory into a costed, time-phased implementation 
matrix that assigns each lever to an owner (8.2); proposes a concrete, fundable next 
step — an at-scale pilot designed to generate exactly the Slovak evidence that a 
mainstreaming decision requires (8.3); and sets out the principal risks to the whole 
agenda with their mitigations (8.4). The logic throughout is that a working trial 
becomes policy only through a sequence of specific, owned, financeable actions — 
and that the cheapest and most decisive of these is the pilot in 8.3. 

8.1 Stakeholder map 
Eleven actors determine whether technology-assisted prevention is adopted in 
Slovakia, and they divide into those who decide, those who deliver, and those who 
enable. Naming each one's stake, and the role this report asks of it, is the 
precondition for the recommendations in Section 9. 

B — 
Mainstream
ing

Medium
–high

Medium 
(2–4 
yrs)

Medium 
(needs 
reimbursem
ent 
decision)

High High if 
designed 
for reach

Reimbursem
ent model; 
coach role; 
ezdravie/
EHDS; QA 
regime

C — 
Demand 
side

Low–
medium

Medium
–long 
(curricul
a)

High (broad 
support)

Enabling
, not 
direct

High 
(literacy, 
accessibili
ty)

HE/MoE 
engagement; 
HealthyU; 
CPD 
frameworks

Combined 
(A→B, with 
C)

Phased Staged Best overall High Highest if 
equity 
built in

All of the 
above + the 
LLM 
substrate 
(7.6)

Option
Indicati
ve cost

Time to 
impact

P o l i t i c a l 
feasibility

Scalabil
ity

E q u i t y 
impact

K e y 
dependenci
es
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The deciders hold the levers of entitlement and finance. The Ministry of Health (MZ 
SR) owns prevention strategy, the reimbursement framework and the legislative 
agenda; it is the only actor that can create a reimbursement category for a lifestyle 
intervention or formalise the health-coach role, and it carries the Recovery Plan and 
EHDS deadlines (Section 7.1). The three health insurers — the state-owned VšZP 
and the private Dôvera and Union — are the payers; they decide what is reimbursed 
in practice, run the voluntary wellness schemes that are Option A's first channel, and 
capture part (though not all) of prevention's long-horizon return. Their incentive is real 
but partial, which is itself a design problem (Section 8.4). Together these four actors 
can move the system; none of the others can without them. 

The deliverers carry the intervention to people. General practitioners, and their 
professional bodies (the Slovak Society of General Practice and the Slovak Medical 
Chamber), are the gateway every benchmark relies on (Section 6.6); their referral 
behaviour, protected time and training determine reach, and their trust in the AI 
determines whether they refer at all (Section 4.4). The EASO Centres for Obesity 
Management, anchored at BMC SAS, are the clinical backbone — the destination 
for Tier 3 of the model (Section 5.6) and the network through which a pilot can be 
delivered to clinical standard. The health-coach workforce prototyped in the 
Active.me network (Section 7.3.3) is the human layer of the tiered model. And 
patient organisations and civil society — the Slovak Obesity Association (the 
multidisciplinary professional platform the consortium co-established in 2017), patient 
groups, the Linka obezity advice line — carry trust, lived experience and the demand-
side voice that the satisfaction survey showed matters (Section 3.7). 

The enablers make delivery possible. NCZI, as operator of the national e-health 
system, holds the integration and interoperability levers (Section 7.3.4) and is the 
natural host for the EHDS-mandated digital-health authority. The Public Health 
Authority (ÚVZ) runs the counselling-centre network that is the in-person on-ramp 
for harder-to-reach populations (Section 7.4.3). Higher-education institutions and 
the Ministry of Education, through the HealthyU initiative, build the future workforce 
(Section 7.4.1). Large employers are a near-term market and pilot setting for the 
wellness track (Section 7.2). The consortium and its implementation partner 
(Zhiva, with BMC SAS and KInIT), working through the Therapolis regional hub, 
hold the product, the content IP, the coach-training capability and the Slovak-
language NLP asset. And the EU level — through EU4Health, the Digital Europe 
Programme, Programme Slovakia 2021–2027, the EHDS and the OpenEuroLLM 
substrate — is both co-financier and rule-setter for almost every move in Section 7. 

Actor Role in this agenda Stake / incentive Influence

Ministry of Health 
(MZ SR)

Strategy, 
reimbursement 
framework, 
legislation, coach 
role

High — owns 
avoidable-mortality 
target and RRP/EHDS 
deadlines

Decisive

Health insurers 
(VšZP, Dôvera, 
Union)

Payers; voluntary 
wellness schemes; 
pilot co-financiers

Medium–high, but 
capture only part of the 
long-horizon return

Decisive
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Table 8.1 Stakeholder map for technology-assisted prevention in Slovakia. 

8.2 Implementation matrix 
Table 8.2 translates the combined trajectory of Section 7.5 into discrete levers, each 
with an owner, an indicative cost band, a timeline, and the dependency that gates it. 
Timelines are expressed in months from a decision to proceed. Cost bands are 
deliberately coarse (Low: under ~€100k; Medium: ~€0.1–1m; High: over ~€1m), 

General 
practitioners / 
chambers

Referral gateway; 
supervision; trust

Mixed — workload vs. 
better-managed 
patients

High

EASO Centres for 
Obesity 
Management / BMC 
SAS

Clinical backbone; 
Tier-3 destination; 
pilot delivery

High — mission-aligned High 
(delivery)

Health-coach 
workforce 
(Active.me network)

Human layer of the 
tiered model

High — professional 
formalisation

Medium 
(depends 
on role)

Patient 
organisations / 
Slovak Obesity 
Association

Trust, lived 
experience, 
demand-side voice

High Medium 
(advisory)

NCZI / future digital-
health authority

ezdravie integration, 
interoperability, 
EHDS authority

Medium — mandated 
by EHDS

High 
(enabling)

Public Health 
Authority (ÚVZ)

Counselling 
network; in-person 
on-ramp; literacy

Medium Medium

Higher education / 
Ministry of 
Education 
(HealthyU)

Future workforce; 
pedagogy; content

Medium Medium 
(long-
horizon)

Large employers Near-term wellness 
market and pilot 
setting

Medium — workforce 
health, absence

Medium

Consortium / Zhiva 
(with BMC SAS, 
KInIT); Therapolis

Product, content IP, 
coach training, 
Slovak NLP

High — 
commercialisation

High 
(supply)

EU level (EU4Health, 
Digital Europe, 
EHDS, 
OpenEuroLLM)

Co-financier and 
rule-setter

— High 
(frame)

Actor Role in this agenda Stake / incentive Influence
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since precise costing belongs to the joint research and commercialisation plan and 
depends on per-arm cost data; the point of the matrix is sequence and ownership, 
not a budget. 

Lever
L e a d 
actor(s)

Indicativ
e cost Timeline Key dependency

Wellness-classification 
regulatory clarity (Option 
A bridge)

MZ SR (+ 
EU/MDR 
frame)

Low 0–6 mo Legal/regulatory 
interpretation

Insurer / employer 
wellness pilots

Insurers, 
employers, 
Zhiva

Low–
medium

0–6 mo Insurer 
relationships; 
product readiness

At-scale pilot (Section 
8.3)

MZ SR + 
1–2 
insurers + 
BMC SAS 
COM 
network + 
Zhiva

Medium–
high

0–18 mo Co-financing; ethics 
approval; EU co-
funding

Adopt/adapt a FINDRISC-
style risk score at the 
preventive check-up

MZ SR, 
GPs, NCZI

Low 6–18 mo Primary-care buy-
in; ezdravie 
integration

Define & certify the 
health-coach role

MZ SR, 
professiona
l chambers, 
training 
providers

Medium 6–24 mo Workforce/
education 
engagement (7.3.3)

Embed prevention/
coaching/digital-health in 
HE curricula (HealthyU)

HE 
institutions, 
MoE, 
consortium

Low–
medium

12–36 
mo

HealthyU 
integration (7.4.1)

CPD for practising GPs/
specialists

Chambers, 
Zhiva, 
EASD/SOA 
channels

Low–
medium

6–24 mo Accreditation; 
coach role defined

ezdravie / EHDS 
interoperability (FHIR; 
wearable ingestion)

NCZI / 
digital-
health 
authority

High 12–36 
mo

EHDS authority 
stand-up; standards

Quality-assurance & AI-
oversight regime

MZ SR / 
ÚDZS / 
NCZI unit

Medium 12–24 
mo

Governance home 
designated (7.3.5)

Reimbursement category 
(GLI-style per-participant)

MZ SR, 
insurers

Medium 18–36 
mo

Pilot evidence; 
legislative slot
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Table 8.2 Implementation matrix. Cost bands are indicative (Low <~€100k; Medium 
~€0.1–1m; High >~€1m); precise costing is reserved for the joint research and 
commercialisation plan. Bold marks the proposed immediate next step. 

The matrix has a critical path. The pilot (bold) is the keystone: it is the cheapest 
decisive action, it can begin under the wellness classification without waiting for any 
legislative change, and it generates the Slovak cost-effectiveness and equity 
evidence on which the reimbursement category, the coach role and the QA regime all 
depend. The workforce and education levers (coach role, HealthyU, CPD) must 
run in parallel from early on because they have the longest lead times and gate 
Option B. The infrastructure levers (ezdravie/EHDS, QA regime) are driven by the 
EHDS deadline regardless of this agenda, so aligning them with it is efficient rather 
than additional. And the substrate and digital-therapeutics levers are the long-
horizon track, dependent on EU-level co-investment and not on the critical path to 
first impact. 

8.3 A concrete next step: an at-scale implementation pilot 
The single most useful action in the next twenty-four months is a real-world 
implementation pilot, designed to answer the questions a trial cannot and a 
mainstreaming decision requires. Its purpose is not to re-prove efficacy — the trial 
has addressed that — but to establish, in routine Slovak conditions, the three things 
still unknown after the trial: whether the at-risk population can be reached through the 
health system (rather than through study recruitment), whether the tiered model 
holds up at scale and reaches under-served groups, and what each participant 
actually costs to serve. It is, in the language of Section 7, Option A's delivery vehicle 
and Option B's evidence base in one. 

Design. Approximately 1,000 participants over 18 months, recruited not as a study 
cohort but through the health system itself: at the statutory preventive check-up and 
opportunistic GP contacts, through the EASO obesity-management centres, and 
through one or two large-employer occupational-health channels — the three routes 
that test real-world reach. Eligibility follows the GLI logic (Section 7.3.2): adults with 
elevated BMI plus a weight-related risk factor, identified with a FINDRISC-style risk 
score (Section 6.3). Participants are allocated to the tiered model of Section 5.6 — 
Tier 1 digital self-coaching (Airis + wearable + nudging), Tier 2 blended, Tier 3 
human-led through a COM — with movement between tiers driven by engagement 
and wearable data, so that the pilot tests the routing rule, not a fixed arm. The 
programme runs under the wellness classification (Option A), so no MDR 

Own-LLM / sovereign 
substrate participation 
(MDR track)

State + EU 
+ KInIT/
Zhiva + 
employers

High 24–48 
mo+

EU co-investment; 
OpenEuroLLM (7.6)

DiGA-style digital-
therapeutics pathway 
(medical-grade product)

MZ SR 
(leaning on 
EU), Zhiva

High 36 mo+ Own-LLM; MDR 
certification; 
assessor function

Lever
L e a d 
actor(s)

Indicativ
e cost Timeline Key dependency
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certification or new reimbursement category is needed to begin; it is delivered by the 
Active.me-trained coach network and the COMs, on the Krokus platform and the 
Kompas zdravia content. 

What it measures. The pilot's primary endpoints are the ones the trial could not 
supply: reach (uptake by referral route, and crucially by socioeconomic, digital-
literacy, age and geographic strata, to test the equity question of Sections 4.5 and 
7.4.3); adherence and tier movement at scale; per-participant cost by tier, built 
up from real delivery rather than trial accounting; and acceptability to referrers (do 
GPs refer, and do they trust the system enough to do so). Intermediate health 
outcomes — weight, risk score, blood pressure — are measured as secondary 
endpoints to confirm that real-world effects track the trial's, but the pilot is powered 
for the implementation questions, not for clinical efficacy. Data are handled under 
EHDS-aligned governance and archived under FAIR principles (Section 7.1), so the 
pilot also serves as the first test of the data pathway it recommends. 

Financing and governance. The pilot is co-financed by the Ministry of Health and 
one or two insurers — the actors who must later decide on reimbursement, so that 
the evidence is generated with, not merely presented to, the deciders — with EU co-
funding sought through EU4Health, the Digital Europe Programme or Programme 
Slovakia 2021–2027 (Section 7.1) to reduce the national share. Its indicative scale is 
of the same order as the original trial (a project total of roughly €1 million over 24 
months), and a precise budget belongs to the joint research and commercialisation 
plan. Governance runs through a steering group of the co-financiers, BMC SAS 
(clinical and ethical oversight, ethics-committee approval), Zhiva (delivery and 
platform) and KInIT (data and AI oversight), with the Slovak Obesity Association and 
a patient representative on an advisory board. The deliverable is a costed, evidence-
backed case for the reimbursement decision in Section 7.3.1 — which is precisely 
the artefact Slovakia currently lacks and the reason the prevention gap has persisted 
(Section 2.4). 

8.4 Risks and mitigations 
Five risks could derail the agenda; each has a mitigation that is itself a 
recommendation. 

Risk Why it matters Mitigation

Political 
discontinuity

Prevention's returns 
accrue beyond an 
electoral cycle; priorities 
and personnel change 
(the Finnish lesson, 6.3)

Anchor in cross-cutting commitments 
(EHDS, RRP successor, the 2030 
avoidable-mortality target); start with 
Option A, which needs no legislation; 
build insurer and employer 
constituencies that outlast a 
government
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Table 8.3 Principal risks and mitigations. 

9 Recommendations 
The recommendations below follow directly from the analysis and are addressed to 
the actors who can act on them. They are sequenced to the combined trajectory of 
Section 7.5 and the matrix of Section 8.2: begin with what needs no legislation, build 
the long-lead-time enablers in parallel, and prepare the mainstreaming decision on 
the evidence the pilot will generate. Each is concrete enough to be owned. 

To the Ministry of Health (MZ SR). First, provide near-term regulatory clarity on 
the wellness-classification route — a clear, predictable boundary between what a 
non-medical health-promotion product may and may not claim — so that pilots and 
commercialisation can proceed with confidence while the medical-grade track 
matures (5.3, 7.6). Second, co-finance and co-design the at-scale pilot of Section 
8.3 with one or two insurers, treating it as the evidence base for a later 
reimbursement decision rather than as a research grant. Third, initiate the 
formalisation of the health-coach role (7.3.3), the single enabling reform most 

Split incentives 
among payers

Insurers compete 
annually and capture 
only part of a benefit 
that accrues over a 
decade, much of it to 
the state

State co-financing of the pilot and of 
prevention generally; design 
reimbursement so the payer who funds 
prevention shares in the saving; frame 
as investment, not cost (7.1)

The digital 
divide widens 
inequity

A digital-first offer can 
systematically miss the 
highest-risk, least-
served groups (4.5, 
7.4.3)

Route low-literacy participants to 
human tiers; subsidise devices/
connectivity via insurer–NGO 
partnerships; community on-ramps 
through ÚVZ and COMs; design for 
accessibility; measure reach by strata 
in the pilot (8.3)

AI safety / trust 
failure

A single high-profile 
harm or a hallucination 
scandal could discredit 
the whole approach 
(4.4, 5.2)

Deploy only with grounding, 
escalation, human supervision, 
auditability and a safety net; keep 
clinical-grade uses behind the MDR/
own-LLM track; transparency about 
the AI's nature, which the survey 
shows builds rather than erodes trust 
(3.7)

Regulatory 
uncertainty 
stalls 
investment

Unclear lines between 
wellness and medical 
claims, and an unsettled 
AI-Act/MDR landscape 
through 2026, deter 
commitment (5.3, 7.6)

Near-term wellness-classification 
clarity from MZ SR; lean on EU 
regulatory level rather than build 
nationally; track the EHDS/AI-Act 
transition timeline

Risk Why it matters Mitigation
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within Slovakia's own control. Fourth, designate a governance home for outcome 
standards, provider accreditation and AI oversight (7.3.5). Fifth, hold open the 
medium-term goal of a GLI-style reimbursement category (7.3.1) and prepare the 
legislative slot for it. 

To the health insurers (VšZP, Dôvera, Union). First, run wellness-track pilots 
now through the voluntary benefit schemes and, with the Ministry, co-finance the at-
scale pilot — the insurers who will decide on reimbursement should help generate 
the evidence that informs it. Second, build the tiered model into scheme design 
so that support intensity, and cost, are matched to risk (5.6), using the willingness-to-
pay segmentation the survey revealed (3.7). Third, support device and 
connectivity access for participants who cannot meet the cost, in partnership with 
NGOs, so the offer does not select only the affluent (7.4.3). 

To NCZI and the future digital-health authority. First, build the interoperability 
that lets a programme connect to ezdravie — FHIR-based exchange and a route 
to ingest wearable data (7.3.4) — using the EHDS-mandated stand-up of a national 
digital-health authority as the vehicle and deadline (7.1). Second, design for the 
European Health Data Space from the outset, including the secondary-use 
pathway that gives Slovak prevention a lawful, governed route to reuse data for 
evaluation and regulation. 

To the Public Health Authority (ÚVZ). Connect the counselling-centre network 
into the prevention pathway as the in-person on-ramp for harder-to-reach 
populations (7.4.3), and as a referral and risk-screening node alongside primary care 
— turning an under-used asset into the equity layer of the model. 

To higher education and the Ministry of Education. Embed prevention, 
behaviour-change coaching and digital-health competence in medical, nursing 
and allied-health curricula through HealthyU (7.4.1), and establish the reciprocal 
exchange in which DIG4HEALTH's evidence informs what is taught and HealthyU's 
pedagogy strengthens how the programme's content is delivered. Pair this with CPD 
for the existing workforce (7.4.2), drawing on the consortium's GP-training and 
EASD e-learning experience. 

To the professional chambers and the workforce. Co-define the health-coach 
competency profile, scope of practice and certification with the Ministry (7.3.3) 
— preferably as a certified competence layered onto existing professions rather than 
a wholly new statutory profession — and build the supervision and clinical-escalation 
boundaries that let GPs trust and refer into the model. 

To the consortium (Zhiva, BMC SAS, KInIT) and Therapolis. First, deliver the 
pilot and the costed business case (Section 8.3). Second, build the safety and 
escalation layer that turns the research chatbot into a deployable, and eventually 
certifiable, product (5.2) — including the human-reachability feature participants most 
asked for (3.7). Third, treat the content and the Slovak-language NLP capability 
(SlovakBERT) as strategic assets (5.5, 7.6), and position the consortium within the 
European sovereign-LLM effort rather than dependent on a closed external model. 

To the EU level and cross-cutting. Pursue co-investment in a controllable, 
open-source-derived LLM substrate for healthcare — the precondition for the 
MDR pathway (5.3, 7.6) — through alignment with OpenEuroLLM and the Digital 
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Europe Programme, and use EU4Health, the Digital Europe Programme and 
Programme Slovakia 2021–2027 to co-finance the pilot and the infrastructure, so 
that the marginal national cost of this agenda is smaller than its ambition (7.1). 

10 Conclusion 
Slovakia carries one of the heaviest preventable disease burdens in the European 
Union, and a prevention system that — for structural reasons of financing, workforce, 
scalability and evidence — cannot act on it at the scale the burden demands. 
DIG4HEALTH was funded to test whether technology-assisted personalised 
prevention could help close that gap, and its central finding is that it can: an AI-
supported coaching programme, delivered through a low-friction conversational app 
and grounded in continuous wearable data, matched human-led coaching on 
adherence and tracked professional coaching closely on the primary anthropometric 
outcomes — outperforming the human peer arm on weight and waist reduction — at 
materially lower marginal cost, with coaching-group allocation explaining little of the 
variation in individual response. Just as importantly, participants found it acceptable, 
engaging and trustworthy: across 177 end-of-programme respondents, the fully 
automated arm matched the human peer arm on trust and habit formation, posted 
the study's highest wearable engagement and retention intention, and was 
something a majority would pay to continue. And in their own words, participants 
specified the way forward — not the technology instead of a human, nor a human 
instead of the technology, but a human layer reachable on top of tools they valued. 

That is the design this report builds on: a hybrid, tiered, embedded and safe model 
that matches support to need, buys scarce human intensity where it changes the 
outcome, and lets the lower-marginal-cost channel carry the rest. None of this is a 
leap in the dark. The United Kingdom, Germany, Finland, the Netherlands and 
Singapore have each built and evaluated parts of it, and their experience converges 
on a clear recipe — entry through primary care, risk-stratified targeting, cost removed 
at the point of use, a recognised delivery role, a digital channel that works when 
embedded, an enforced evidence bar, and the patience to treat prevention as the 
long game it is. 

The choice this report puts to Slovakia is therefore not whether such a thing is 
possible — it plainly is — but whether to do it, and in what sequence. The answer it 
argues for is to begin now with what needs no legislation: a wellness-track 
deployment and, above all, the at-scale pilot that would generate the Slovak cost-
effectiveness and equity evidence the country has never had. To build the workforce 
and the education in parallel, because they take the longest. To align the data 
infrastructure with the European Health Data Space deadline that is coming 
regardless. And to prepare the mainstreaming decision — a reimbursed lifestyle 
intervention, on the Dutch and German models — as the central medium-term goal, 
with the harder, longer question of a controllable European LLM substrate treated as 
the strategic investment on which the most ambitious version of the whole agenda 
depends. 

The window is real and it is short. The Recovery Plan closes in 2026; the European 
Health Data Space, AI Act and MDR transitions are reshaping the rules within the 
same period; and Slovakia enters that era assessed as among the least digitally 
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mature health systems in the Union. The decisions taken in this window will 
determine whether the country arrives in the EHDS era able to use tools like the one 
this project built, or once again playing catch-up against a burden that is not waiting. 
DIG4HEALTH has shown what is possible and what it would take. What remains is a 
decision. 
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