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1. Introduction 

1.1 Purpose 
DIG4HEALTH set out to develop, and then to test in a randomised controlled trial, a scalable and 
cost-effective model of technology-assisted personalised prevention for adults at elevated 
cardiometabolic risk. The project has now reached its planned conclusion. The trial has ended, 
the proof-of-concept has been built and evaluated, and a set of opportunities and partnerships 
has emerged that did not exist when the project began. 

This deliverable answers a single question: what does the consortium do next, together? It is 
the forward plan — the bridge between a completed research project and a continuing joint 
enterprise spanning research and commercialisation. Its purpose is to name the directions the 
consortium will pursue, to set out the concrete research pipeline and commercial tracks that 
follow from the project's results, and to lay out the institutional and financial choices that have to 
be made in the months immediately after the project closes. 

1.2 Audience 
The document is written for three overlapping readerships. The first is the consortium itself — the 
three partners and the people within them who will carry the work forward — for whom this is a 
shared reference point and a basis for the decisions described in Part B. The second is the 
consortium's prospective collaborators and funders: grant reviewers, programme officers, and 
partners in future applications, for whom this is a statement of research identity and capability. 
The third is the wider community of policymakers, payers and digital-health actors who have an 
interest in how a project like this translates into something durable; for them, this document is the 
operational counterpart to the policy report. 

1.3 Method 
This plan synthesises inputs from all three consortium partners. Partner contributions — research 
pipelines, publication plans, commercial-track assessments and institutional preferences — were 
collected against a common template. BMC SAS led the synthesis, with Zhiva and KInIT 
contributing their respective domains: Zhiva on the technology platform, commercialisation and 
the AI coaching component; KInIT on AI and language-model research and on ethics and 
regulation; BMC SAS on clinical research, the obesity-management pathway, and the overall 
research direction. 

1.4 Structure and relationship to the policy report and the IP framework 
The document is organised in three parts, preceded by three framing sections. 

Sections 1 to 3 are shared framing: the introduction (Section 1), an honest stocktake of what the 
project produced (Section 2), and the joint research-and-commercialisation tracks that organise 
everything that follows (Section 3). Part A sets out the research plan: the consortium's research 
philosophy, its concrete project pipeline, and its publication plan. Part B sets out the 
commercialisation plan: the commercial logic, the three commercial tracks, the cross-cutting 
issues that affect all of them, the institutional and governance options, the financing and cost 
framework, and the market assessment. Part C sets out the intellectual-property arrangements, 
based on the consortium’s IP term sheet. 
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This deliverable has a sibling: the project's policy report, which presents the case for 
implementation of the intervention within the Slovak healthcare system and is addressed primarily 
to Slovak policymakers and payers. The two documents are designed to be read independently 
— a reader who reads only one should not be left with gaps — but they are complementary. The 
policy report takes the system view: what the evidence means for Slovak prevention policy and 
for reimbursement. This document takes the consortium view: what the consortium will do with 
what it has built. Where this plan touches questions of national reimbursement pathways or 
burden of disease, it refers to the policy report rather than restating its argument. Detailed clinical 
and behavioural outcomes from the trial are reported in the project's clinical-outcomes 
deliverable and are not reproduced here; this plan uses only headline results, and only where 
they are needed to motivate a forward decision. 

 

2. Where we are at the end of DIG4HEALTH 
This section is a stocktake. Its purpose is not to celebrate but to inventory honestly what the 
project has produced that carries value forward — and, just as importantly, what it has not yet 
established. Three categories of asset matter for what follows: scientific knowledge, technology 
and content, and organisational capability. A fourth subsection sets out what remains open. 

2.1 Scientific contribution 
DIG4HEALTH delivered the first Slovak pre-registered randomised controlled trial comparing 
three modalities of technology-assisted lifestyle coaching — AI self-coaching, professional health 
coaching, and peer coaching — against an active control, in sedentary adults with pre-obesity or 
obesity and elevated cardiometabolic risk. The trial enrolled 293 participants (BMI 27–42 kg/m², 
ages 25–65) into a 14-week programme built on a common behaviour-change protocol and a 
common wearable device, with the coaching modality the only structural difference between the 
active arms. 

The headline result is consequential for everything in this plan. All three intervention arms and the 
control improved on anthropometric measures over the programme. Professional coaching 
produced the largest mean reduction in body weight and was the only arm to differ significantly 
from control; AI self-coaching and peer coaching produced smaller but real reductions. Wearable 
adherence was exceptionally high and almost identical across arms — participants wore and 
engaged with the device on the large majority of available days regardless of how they were 
coached. And the modality to which a participant was assigned explained a strikingly small share 
of the variance in individual response: the dominant predictor of outcome was engagement, not 
the type of coaching. 

For the consortium's forward strategy, the most important reading of this is not about which arm 
"won." It is that a fully automated AI coaching modality sustained engagement and 
produced outcomes broadly comparable to a trained human peer modality, at a fraction of 
the marginal cost — while a professional human coach remains the benchmark for the strongest 
results. That asymmetry is the seed of the commercial strategy in Part B. The detailed effect 
sizes, statistical tests, subgroup analyses and the full set of secondary outcomes are reported in 
the clinical-outcomes deliverable; this plan does not pre-empt them. 

Alongside the main trial, the project produced exploratory and mechanistic work — on wearable-
derived phenotypes of engagement, on the relationship between stress, sleep quality and 
intervention response, and on the heterogeneity of individual responses — that defines a 
research frontier the consortium is well placed to pursue. Section A1 develops this. 
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2.2 Technology and content assets 
The project leaves behind a working, tested technology stack and a substantial body of structured 
health content. These are enumerated for IP purposes in Part C; described functionally, the 
principal assets are: 

• Airis — the project's conversational AI health coach. Airis guides a participant through a 
14-week behaviour-change programme across nutrition, physical activity, sleep and 
stress; it sets and maintains goals, generates weekly action plans, reinforces motivation, 
integrates the participant's real-time wearable data into its feedback, and answers health 
questions with reference to standard guidance. Airis is the single most strategically 
important asset the project produced: it is both a research instrument and a productisable 
component. 

• The coaching and delivery platform — the information system and application through 
which the programme is delivered, data are collected from the wearable, and 
communication with participants (including nudging via in-app, messaging and email 
channels) is orchestrated. 

• Kompas zdravia (Health Compass) — the structured educational content library 
underpinning the programme, together with the weekly action-plan methodology. 

• Behaviour-change and nudging templates — the library of nudges, prompts and 
communication sequences developed and tested during the trial. 

• Coaching manuals and curricula — the professional health-coach manual and the 
peer-coach training materials, which encode the programme's behaviour-change 
methodology in a transferable form. 

Part C enumerates the precise IP elements and their ownership and licensing status. This section 
establishes only that the assets exist, are tested, and are reusable. 

2.3 Organisational capability 
The most durable thing DIG4HEALTH created may be the working relationship between three 
institutions that do not normally operate as a unit, and the combined capability that relationship 
represents: 

• BMC SAS brings clinical and translational research capacity in obesity, metabolism and 
the physiology of exercise; an EASO-accredited Centre for Obesity Management; a 
research clinic with health-provider status; and a national network of obesity-management 
centres that constitutes a ready implementation channel. 

• Zhiva brings digital-health and behavioural-intervention capability, the technology 
platform and the Airis coaching system, a trained coach and peer-coach network, prior 
experience running behavioural-health trials, and — critically for what follows — the 
willingness and the structural ability to lead investment-backed commercial development. 

• KInIT brings independent AI and natural-language-processing research expertise, work 
on the ethics and governance of AI systems, and a strong record in competitive European 
research funding. 

This is an unusually complete combination for the problem at hand: a public biomedical research 
institute, an independent AI research institute, and a commercial digital-health operator, already 
aligned around a shared body of evidence and a shared technology stack. 
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2.4 What remains open 
An honest stocktake records the gaps as clearly as the assets. The following are unresolved at 
project end and shape the research and commercial agenda that follows: 

• Long-term and harder outcomes. The trial measured a 14-week window and 
anthropometric and wearable-derived endpoints. Long-term maintenance, weight-regain 
dynamics, and harder cardiometabolic and metabolic endpoints are not established and 
require follow-on study. 

• The LLM substrate. Airis currently runs on a closed-API third-party foundation model. 
That is workable for wellness-positioned deployment but, as Part B sets out, it is the 
central technical constraint on the medical-grade pathway. 

• Regulatory positioning. The project produced a wellness-classified system. The path to 
a regulated medical device — and the decision whether to take it — is open. 

• Integration with primary and specialist care. The model has been tested as a 
standalone programme, not as a component embedded in clinical pathways. Integration 
is a research and an implementation question. 

• Under-served populations. The trial studied a working-age pre-obesity and obesity 
population that was, by the nature of recruitment, relatively digitally engaged. 
Adolescents, older adults, lower-SES and lower-digital-literacy groups — the populations 
that stand to benefit most and engage least — remain a frontier the project did not reach. 

 

3. Strategic direction: the joint tracks 
Parts A and B of this document — research and commercialisation — are not two separate plans. 
They are two cuts through a single strategy. This section names that strategy as a set of joint 
tracks, each of which has both a research dimension and a commercial dimension. Everything in 
Parts A and B maps back to one of these tracks. 

Track 1 — AI-supported behaviour change as an adjunct to pharmacological obesity 
treatment. The largest near-term opportunity. As GLP-1 receptor agonists are prescribed at 
rapidly growing scale, the need for structured behavioural support alongside them — to support 
adherence, internalise lifestyle change, and mitigate weight regain after discontinuation — is 
increasingly recognised. The consortium's self-coaching system is well suited to this adjunctive 
role, and this track is anchored by an emerging pharma-partner opportunity (Part B2.1). Its 
research dimension is the study of behavioural support as an adjunct to pharmacotherapy. 

Track 2 — Self-coaching at population scale: the medical / MDR pathway. The long-term, 
highest-ceiling opportunity. A medical-grade, reimbursable self-coaching product that can be 
prescribed and paid for within statutory health systems — the DiGA model and its emerging 
European equivalents. This track is regulatory-grade and depends on the own-LLM work 
programme (Part B3.1). Its research dimension is the clinical validation and the language-model 
science required to get there. 

Track 3 — Hybrid AI–human coaching for specific populations. The participants in the trial 
asked, more than anything else, for an optional human layer on top of the digital tool. This track 
develops the hybrid, tiered model — AI coaching with human escalation — and tailors it for 
specific populations: adolescents, older adults (the Strieborné líšky / Silver Foxes community), 
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post-acute patients, and people with established cardiometabolic disease. Its research dimension 
is function-level allocation between AI and humans, and segmentation by population. 

Track 4 — Lifestyle / wellness B2C. A non-medical, consumer-positioned version of the 
programme. Faster to market and lighter on regulation, but commercially harder and outside the 
consortium's current core capability. Treated with realism in Part B2.3. 

Track 5 — Workforce and methodology. The coach-training curricula, the peer-coaching 
methodology, and the behaviour-change manuals are assets in their own right. This track 
sustains and disseminates them — through coach training, methodology transfer, and the 
obesity-management network — largely as a semi-commercial and public-good activity. 

The commercial tracks in Part B are Tracks 1, 2 and 4 (with Track 3 spanning research and 
commercial, and Track 5 largely non-commercial). The research plan in Part A feeds all five. The 
remainder of this document works through each. 

 

PART A — Research plan 
 

A1. Philosophy and direction 
This section states the consortium's research identity: the questions it is uniquely positioned to 
ask, why they matter, and how research and commercialisation feed one another. It is written for 
an audience that includes future grant reviewers and prospective collaborators, and it should read 
as a statement of stance, not a list of tasks. 

The consortium's distinctive position comes from the combination described in Section 2.3. Few 
groups in Central Europe can bring clinical obesity and exercise-physiology research, 
independent AI and language-model science, and a working behaviour-change technology 
platform with a real coach network to bear on the same question at the same time. The research 
direction follows from that combination: it sits deliberately at the intersection of behavioural 
medicine, digital health, and applied AI, and it treats the trial just completed not as an endpoint 
but as the first instrument in a longer programme. 

A second principle organises the research stance: research and commercialisation are not in 
tension but in a loop. The trial produced a productisable asset; deploying that asset — in 
pharma-adjacent pilots, in reimbursed care, in specific populations — generates real-world data 
and new research questions; that research, in turn, de-risks and improves the product. The 
consortium intends to run that loop deliberately, designing deployments so they generate 
evidence and designing research so it strengthens deployable products. 

A1.1 Health coaching as a research domain 
DIG4HEALTH established that technology-assisted lifestyle coaching is acceptable and engaging 
across modalities in a Slovak population, that an AI modality can sustain engagement 
comparable to a human peer modality, and that individual engagement matters more than 
coaching modality for response. It did not establish long-term effects, harder endpoints, or what 
works for the populations hardest to reach. The frontier the consortium will pursue has four 
edges: 
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• New target groups beyond working-age pre-obesity and obesity. Adolescents, older 
adults, post-acute patients, and patients with established chronic cardiometabolic 
disease. Each group has a different engagement profile, a different clinical context, and a 
different appropriate balance of automated and human support. BMC SAS's prior work on 
supervised intervention in seniors and clinical populations, and Zhiva's senior-focused 
work, are the foundation here. 

• New forms beyond the 14-week programme. Long-term maintenance, episodic re-
engagement after an initial programme, and integration with clinical visits rather than 
standalone delivery. The weight-regain problem in particular (below) is intrinsically a long-
horizon question. 

• Obesity in the GLP-1 era. This is both scientifically urgent and commercially central 
(Track 1). The questions are concrete: how does structured behavioural support change 
adherence to and outcomes on GLP-1 therapy; can it support lifestyle internalisation so 
that gains are durable; and can it mitigate weight regain after discontinuation, which is 
common and clinically consequential. Behavioural support as adjunctive treatment is a 
research domain in its own right, and one in which the consortium holds a tested 
instrument. 

• Mechanism-level research bridging behaviour and biology. BMC SAS's strengths in 
metabolism, myokines, and the physiology of exercise allow the consortium to ask not 
only whether an intervention works but why — linking behavioural change to measurable 
biological adaptation. This is the consortium's deepest scientific differentiator and the 
bridge between digital behavioural research and clinical medicine. 

A1.2 Digitalisation and AI as a research domain 
The second research axis is the technology itself, where KInIT's expertise and Zhiva's platform 
meet BMC SAS's clinical questions: 

• Slovak-language LLMs for healthcare communication. This is simultaneously a 
scientific question (how to build, fine-tune, validate and safely align a smaller-language 
health-communication model) and a practical and strategic one (it is the prerequisite for 
the medical-grade product in Track 2, and it connects to the broader European interest in 
sovereign and open language-model capability). The consortium treats it as a flagship 
research theme, developed at length in Part B3.1 on the commercial side. 

• AI–human hybrids. The trial's clearest participant signal was demand for an optional 
human layer. Turning that into design requires research: which coaching functions are 
best automated, which require a human, and how allocation should vary by population 
and by point in the programme. This is the research core of Track 3. 

• Ethics and regulation of AI coaching. The project's ethics and risk work — the 
digitalisation-ethics analysis and risk matrix, and the regulatory-context work — 
established a framework for trustworthy AI in this setting. KInIT leads a continuing 
research line on the ethics, governance and regulatory positioning of AI health coaching, 
which both produces publishable work and underpins the regulatory strategy in Part B. 

• Wearable-data interpretation and personalisation. The trial generated a rich 
longitudinal wearable dataset across hundreds of participants. Interpreting it — 
engagement phenotypes, the stress–sleep–response relationships surfaced in the 
exploratory analyses, and the use of wearable signals to drive personalisation — is a 
research programme that also directly improves the product. 
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• Generalisability and reproducibility of digital health interventions. A methodological 
line of work on how robust digital-health findings are across populations and settings, and 
on the standards of evidence the field should hold itself to. This is both a scholarly 
contribution and a credibility asset for the commercial tracks. 

 

A2. Research projects pipeline 
This section sets out the concrete pipeline of projects — running, funded, submitted and planned 
— that the partners bring to the joint direction. Most of it is synthesised partner input. It is 
presented at a public level of detail: project titles, funding sources and timelines, with confidential 
budget specifics excluded. 

A2.1 Methodology 
Pipeline inputs were gathered from each partner against a common one-page template, with a 
contribution cutoff of 30 April 2026. Each entry records a short description, the funding source, 
the timeline, and the project’s role in the joint direction; project status is as reported by the 
contributing partner. The synthesis was coordinated by BMC SAS. The pipeline reflects the inputs 
available at the cutoff and is not exhaustive. 

A2.2 Pipeline by partner 

BMC SAS 
• IIMP NCD — Health and Sports Campus: An Integrated and Innovative Model for the 

Prevention of NCD (Swiss–Slovak Programme, Health HLT02; 3/2026–12/2029). An 
integrated prevention model for non-communicable disease anchored in a health-and-
sports-campus setting. Connects to the joint direction as a real-world setting for 
prevention research and a potential deployment and evidence-generation environment for 
the coaching model. 

• Healthy City Nové Zámky (Swiss–Slovak Programme, Health HLT03; 3/2026–12/2029). 
A city-level population-health initiative; a setting for community-based prevention and for 
testing scalable, technology-assisted approaches in a defined population. 

• TEIDe — Tailored Exercise Interventions for Dementia prEvention: bridging 
research evidence and primary care practice (NutriBrain 2024 / ERA4Health Joint 
Transnational Project; 4/2025–3/2028). Bridges exercise-intervention research and 
primary care for dementia prevention; extends the consortium's mechanism-level and 
senior-population research and the integration-with-primary-care frontier. 

• AgeFlex — Development and standardization of MR-based methods for detecting 
and evaluating metabolic and structural adaptations of ageing muscles to exercise 
(APVV-24-0504; 9/2025–8/2029). Deep mechanistic work on muscle adaptation to 
exercise; the biological-mechanism backbone described in A1.1. 

• LANDSCAPE — Longitudinal assessment and deep network analysis of underlying 
pathways of late toxicities in germ cell tumour survivors: Creating Actionable 
Pathways for Enhanced outcomes (APVV, submitted; planned start 9/2026). 
Longitudinal mechanism and network analysis in a survivorship population; reinforces the 
consortium's longitudinal and mechanistic methods. 

Zhiva 
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• HEARTHUB — Telemedicine platform based on precision medicine for predictive 
and personalised management of heart failure (PSK-MZ-010-2024-DV-EFRR; 
Dobudovanie výskumných infraštruktúr — podpora aplikovaného výskumu a vývoja). 
Builds Zhiva's precision-medicine and telemedicine platform capability into a 
cardiometabolic clinical domain; directly complementary to the coaching platform and to 
the data-infrastructure work in Part B. 

• IIMP NCD — Health and Sports Campus (Swiss–Slovak Programme, Health HLT02; 
3/2026–12/2029). Zhiva participates alongside BMC SAS, providing digital-health and 
behavioural-intervention capability in the integrated prevention model. 

• HealthyU (Erasmus+; 2024-1-SK01-KA220-HED-000245319). A higher-education 
capacity and methodology project; a channel for disseminating the coaching and health-
behaviour methodology (Track 5) and for workforce development. 

KInIT 
• SensAI — Advancing AI Ethics in Low-Resource Language Processing (Recovery 

and Resilience Plan, 09I01-03-V04-00100). Integrates legal, ethical and AI research to 
assess the impact of AI on human rights, to improve the efficiency of large language 
models for Slovak and other low-resource languages, and to strengthen moral-sensitivity 
frameworks for AI developers. Anchors the Slovak-language-model and AI-ethics 
research lines (A1.2) and the own-LLM work programme (Part B3.1). 

• DisAI-AMPLIFIED — Conversational and multimodal AI against disinformation 
(Recovery and Resilience Plan, 09I01-03-V04-00007). Integrates conversational AI to 
enable a deeper, contextual understanding of disinformation and investigates multimodal 
models that incorporate visual content. Its work on conversational large language models 
and advanced natural-language processing is directly relevant to the project’s AI coaching 
component — the assistant that converses with study participants — and to the AI–
human-hybrid research in Track 3. 

• lorAI — Low-Resource AI capacity building (HORIZON-WIDERA-2023-ACCESS-01). 
Upgrades KInIT towards a leading research-and-innovation institution in low-resource 
artificial intelligence in Slovakia and Europe. Builds the institutional and methodological 
capacity that underpins the Slovak-language-model research line (A1.2). 

• BEACON (Horizon Europe, HORIZON-HLTH-2026-01-DISEASE-02; submitted). Aims to 
understand, measure and address the mental-health effects of AI systems and social-
media algorithms on adolescents, producing a multimodal clinical, neurobiological, 
behavioural and ethical evidence base on AI-mediated mental-health risks in youth, with a 
focus on social-media recommender systems and LLM-powered chatbots. Extends the 
consortium’s AI-ethics and governance research line and informs the safety and well-
being dimensions of AI health coaching. 

A2.3 Joint applications planned 
Beyond the single-partner pipeline, the consortium intends to pursue multi-partner applications 
that operationalise the joint direction. The most important of these is coordinated funding for the 
own-LLM and medical-grade pathway (Part B3.1), which is a natural fit for European instruments 
with an interest in sovereign and trustworthy AI for health. Candidate instruments and indicative 
roles: 
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• Horizon Europe (Health cluster; and digital/AI calls). Multi-partner consortia for the 
clinical-validation, mechanism, and AI-coaching research lines, and for the language-
model work. Indicative lead: BMC SAS for clinical/health calls; KInIT for AI/digital calls. 

• EU4Health and Digital Europe. Implementation- and capability-oriented funding for the 
medical-grade pathway, the language-model infrastructure, and integration with care. 
Indicative lead: Zhiva / KInIT. 

• APVV and VEGA (national). Mechanistic and methodological work; the biological-bridge 
research and engagement-phenotype analyses. Indicative lead: BMC SAS. 

• EIT Health. Translation- and commercialisation-oriented support bridging research and 
the commercial tracks. Indicative lead: Zhiva. 

A3. Publications plan 

A3.1 Publication strategy 
The consortium will publish on two parallel tracks. The first targets high-impact clinical and 
behavioural-medicine journals with the trial’s primary findings and the behaviour-change science 
around adherence, led by BMC SAS and Zhiva. The second targets digital-health, applied-AI and 
AI-ethics venues with the technology, acceptability, and ethics-and-governance findings, led by 
Zhiva and KInIT. Open access is the default. 

The primary RCT paper is the keystone: the other papers reference it, and several should be 
sequenced to follow its acceptance. Two papers are led by KInIT and sit on its own timeline: a 
risk-matrix paper and a longitudinal re-evaluation of ethical risks. One paper links DIG4HEALTH 
data with the earlier Zhiva senior-behavioural study and requires author agreement across both 
projects. The set is deliberately compact — five papers that each rest on a distinct part of the 
project’s evidence — with a small number of further outputs possible as the data are worked 
through. 

A3.2 Planned publications 
The following are confirmed or planned. Working titles, target journals and lead roles are 
indicative and subject to author agreement. 

Paper 1 — Primary RCT (keystone). Effectiveness of Three Technology-Assisted Lifestyle 
Coaching Models in Adults with Overweight and Elevated Cardiometabolic Risk: A Randomised 
Controlled Trial. The first Slovak pre-registered RCT comparing AI self-coaching, professional 
coaching and peer coaching against active control in a 14-week programme (n = 293; BMI 27–
42; ages 25–65). Research questions address clinically meaningful change versus control, 
differences between modalities, the role of engagement and adherence independent of arm, and 
baseline moderators of response. Lead: BMC SAS. Target journals: Lancet Digital Health; npj 
Digital Medicine; JMIR; BMC Medicine. 

Paper 2 — Adherence and drop-out across delivery models (DIG4HEALTH + prior Zhiva 
senior study). What Keeps People in Health Behaviour-Change Programmes? Adherence and 
Drop-out Across Delivery Models: Evidence from Two Slovak Trials. Behavioural interventions 
often fail not because they are ineffective for those who finish but because too few people finish. 
This paper sets out to demonstrate empirically, on comparable datasets from two consecutive 
trials by the same team, a paradox that is named in the literature but rarely shown directly: 
effectiveness is not adherence. It combines the earlier Zhiva community-based intervention in an 
older population — where a stand-alone guidebook was sufficient for effectiveness among 
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completers, yet the community component was what kept people enrolled — with DIG4HEALTH, 
whose wearable adherence was exceptionally high and near-identical across arms. Together the 
datasets allow the predictors of adherence to be separated from the predictors of effectiveness, 
and the design features (social or community component, coaching modality, wearable feedback, 
contact cadence) that predict retention to be identified across different delivery models and 
populations. Lead: Zhiva, with BMC SAS. Target journals: Health Psychology (APA); International 
Journal of Behavioral Medicine; Translational Behavioral Medicine; JMIR mHealth and uHealth. 

Paper 3 — Risk matrix for AI health coaching (KInIT-led). Being Coached by AI: What Could 
Go Wrong? A Multidimensional Risk Matrix for AI-Based Health-Coaching Systems. Drawing on a 
structured literature review and the project’s participatory ethics-based assessment of the AI 
coach, this paper develops a multidimensional risk matrix for AI self-coaching systems, identifying 
more than thirty distinct risks and mapping them to the seven core requirements of the EU’s 
Ethics Guidelines for Trustworthy AI. The risks it surfaces — among them the absence of 
complex diagnostic capability, the tendency to mirror negative user emotion, the limited reliability 
of wearable data, and sycophancy — are broadly applicable to comparable self-coaching 
systems. It is the conceptual foundation for the regulatory and trustworthy-AI work described in 
Part B. Lead: KInIT. Target journals: AI and Ethics (Springer); Ethics and Information Technology; 
Telematics and Informatics. 

Paper 4 — Longitudinal re-evaluation of ethical risks (KInIT-led). Testing AI Assistants: A 
Longitudinal Re-Evaluation of Ethical Risks During a Real-World Health-Coaching Intervention. 
Ethical assessments of AI systems are usually static — performed before deployment and 
assumed to hold. Using evaluation scenarios run during the real 14-week DIG4HEALTH 
intervention, this paper tracks how the high-priority risks identified in Paper 3 
(anthropomorphisation and over-reliance, echoing of negative emotion, and systematic bias from 
model or prompt changes) shift over time. Its central empirical finding is that relatively small 
changes in model configuration or prompts can materially move the ethical and societal risk 
profile without the change being intended — supporting the argument that, for AI health 
applications, ethical assessment is not a one-off act but a continuous process requiring 
auditability, version control and periodic re-evaluation, which is precisely what an MDR-grade 
pathway demands. The paper therefore connects directly to the own-LLM and regulatory 
argument in Part B3.1. Lead: KInIT. Target journal: Science and Engineering Ethics. 

Paper 5 — Acceptability, trust and participant experience (mixed-methods). Acceptability, 
Trust, and Participant Experience in Technology-Assisted Lifestyle Coaching: A Mixed-Methods 
Study Combining Quantitative Survey Data and Thematic Analysis of Open-Ended Responses. 
Integrates the end-of-programme satisfaction survey with thematic analysis of open-ended 
responses, examining whether AI-led coaching achieves trust, acceptability and continued-use 
intention comparable to human-led modalities; willingness-to-pay patterns and their fit with a 
tiered product model; the reasons participants give for trusting or distrusting the AI coach; and 
what participants explicitly ask to have added. The quantitative analysis centres on the three 
coached arms (n = 177 completers: 56 professional, 50 peer, 71 AI), with the control arm (n = 38) 
available as a self-directed reference; the mixed-methods framing is a deliberate methodological 
choice, stronger and more defensible than two separate papers, and the publishability constraints 
(completer self-selection, unequal arm sizes, the brevity of open-text responses) are to be stated 
explicitly in the methods. Lead: Zhiva. Target journals: JMIR Formative Research; Digital Health 
(SAGE); Patient Preference and Adherence. 

A3.3 Conference and dissemination 
Target conferences span the two tracks: for the clinical and behavioural findings, the European 
Congress on Obesity (ECO) and EASO events, EuroPrevent, and obesity- and prevention-
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focused national fora; for the technology and methodology findings, digital-health venues 
(including JMIR-associated events) and AI venues (including health-focused workshops at major 
AI conferences such as AAAI and NeurIPS); and for the public-health and policy findings, the 
European Public Health Conference. Dissemination also runs through the channels established 
during the project — the project website, the consortium's professional and patient-organisation 
networks, the obesity-management centre network, and the partners' newsletters and media 
presence. 

 

PART B — Commercialisation plan 
 

B1. The commercialisation logic 

B1.1 Why commercialisation matters here 
For this consortium, commercialisation is not primarily about revenue. It is the mechanism by 
which a proof-of-concept becomes something that reaches people at scale and sustains itself 
beyond the life of a grant. Three motivations sit above revenue. The first is impact: a prevention 
model that stays in a research repository helps no one, and the populations the project cares 
about are reached only if the model is delivered, repeatedly, at a cost a health system or an 
individual can bear. The second is sustaining the technology: Airis and the platform need 
continuous maintenance, content updates, safety work and infrastructure; that recurring cost has 
to be paid for, and grant funding alone will not do it indefinitely. The third is attracting and 
retaining talent and partners: a credible commercial trajectory is what allows the consortium to 
keep the engineering, clinical and research people, and the investor and pharma partners, that 
the work requires. 

Revenue matters too, of course — but it is the means, not the end. This framing is not decoration; 
it shapes the choices that follow, including the willingness (Part B4) to keep significant activity in 
non-commercial and semi-commercial forms. 

B1.2 What kind of commercialisation fits 
The evidence base points to a specific commercial shape: a tiered model with a premium 
human-coaching tier and an affordable, scalable AI tier, and a hybrid option that layers human 
contact onto the digital product. This is not a strategy imposed on the data; it is what the data and 
the participants asked for. The end-of-programme satisfaction evidence (215 completers across 
the four trial arms) shows near-universal willingness to pay for professional coaching at a clear 
price premium — close to nine in ten respondents, at the highest average price point of any arm 
— and majority willingness to pay for AI self-coaching at lower price points, the classic profile of a 
scalable digital product with a premium human tier above it (B6, and the willingness-to-pay 
analysis below). And the single most common request from participants in the AI arm was an 
optional route to a real person — which is precisely the hybrid model. 

Three of the five tracks from Section 3 are commercial and carry forward here: 

• Track 1 (pharma B2B) — adjunctive behavioural support for GLP-1 patients. Near-term. 

• Track 2 (medical / MDR) — reimbursable medical-grade self-coaching. Long-term, 
highest ceiling. 
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• Track 4 (B2C wellness) — consumer-positioned lifestyle coaching. Opportunistic, 
capability-constrained. 

(Track 3, hybrid coaching for specific populations, spans research and commercial and is 
delivered partly through the pharma and medical tracks and partly through the semi-commercial 
activities in B4.6; Track 5, workforce and methodology, is largely non-commercial.) 

B1.3 Why now 
The timing is favourable on three fronts that did not align even two years ago. GLP-1 market 
growth has created large and fast-growing populations of patients who need exactly the 
behavioural support the consortium has built (B6.1). EU digital-health policy momentum — the 
European Health Data Space, and the maturation of DiGA-style reimbursement pathways across 
several member states — is opening reimbursed routes to market for medical-grade digital 
products (B6.2). And the consortium now holds a tested asset with evidence behind it, rather 
than a concept. The window is real but not indefinite: competitors are moving into the GLP-1-
adjacent space, and reimbursement pathways, once shaped, are hard to re-shape. 

B1.4 Time horizons 
The three commercial tracks operate on different clocks, and the plan is explicit about this: 

• 12 months: a live pharma-adjacent pilot (Track 1); a wellness-positioned product in 
market or near it (Track 4); and the own-LLM work programme underway (Track 2's 
prerequisite). 

• 3 years: Track 1 maturing into repeatable pharma B2B services and real-world-evidence 
generation; the own-LLM substrate at a stage that makes an MDR submission realistic; 
first commercial revenue from the scalable tiers. 

• 5 years: a medical-grade, reimbursable product in at least one European market (Track 
2); the tracks reinforcing one another around a shared technology core. 

 

B2. The three commercial tracks 
This section treats each commercial track in detail. The drafting principle throughout is honesty 
about risk: the credibility of the pharma discussions, and of the plan as a whole, depends on it. 

B2.1 Track 1 — Adjunctive behavioural support for GLP-1 (B2B with 
pharma) 
The opportunity. GLP-1 receptor-agonist prescribing is growing rapidly across Europe, and with 
it a clinically and commercially important problem: pharmacotherapy alone does not internalise 
lifestyle change, adherence and persistence are imperfect, and weight regain after 
discontinuation is common. Prescribers and pharmaceutical sponsors increasingly recognise 
structured behavioural support as a complement to the drug — supporting adherence, building 
durable habits in diet, activity, sleep and stress, and cushioning the post-discontinuation period. 
The consortium's self-coaching system is well matched to this adjunctive role: it is automated and 
therefore scalable to large patient populations, it is built around exactly the behavioural domains 
at issue, and it has trial evidence behind its acceptability and engagement. 

The current development. The consortium is in advanced discussions with a major GLP-1 
manufacturer regarding a pilot deployment of an Airis-derived companion application for patients 
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on the manufacturer's GLP-1 therapy. In generic terms — the specifics are subject to commercial 
agreement — the pilot would deploy the consortium's self-coaching system, adapted for the 
GLP-1-adjunctive context, as a voluntary lifestyle-and-wellness companion offered to patients 
during their treatment. The structure under discussion is a fixed programme-build fee plus a per-
active-participant fee, over a pilot of several months and a participant cohort in the low hundreds, 
with the manufacturer responsible for patient recruitment and the consortium for adaptation, 
onboarding, technical operation and evaluation. Crucially for the regulatory analysis (B3.3), in this 
adjunctive role the product is positioned as a wellness/lifestyle companion, distributed through 
the ordinary app stores, and makes no medical claims — which keeps it compatible with 
continued closed-API operation of Airis (B3.1). 

The medium-term opportunity. A successful pilot is a template, not a one-off. The medium-term 
prize is a repeatable pharma B2B service line — companion behavioural-support programmes 
across multiple pharmaceutical partners and products — combined with real-world evidence 
generation: a GLP-1-adjacent deployment at scale produces exactly the data that 
pharmaceutical companies value for post-market surveillance, health-economics and outcomes 
research (HEOR), and product differentiation. This converts a single pilot into both a revenue line 
and a research asset (the loop described in A1). 

Risks — stated plainly. This track carries real risks that the plan does not minimise. It currently 
depends on a single partner; until the service line is diversified across partners, that is a 
concentration risk. Large pharmaceutical companies have their own digital strategies and may 
choose to build rather than partner, or to switch partners. And the regulatory positioning of 
pharma-sponsored companion apps is evolving — what counts as a permissible wellness 
companion versus a regulated function is a moving line that the consortium must track and stay 
on the right side of. The mitigations are to diversify partners as quickly as the first pilot allows, to 
compete on evidence and behavioural-science depth (where the consortium is differentiated) 
rather than on raw engineering, and to keep the adjunctive product unambiguously within 
wellness positioning. 

B2.2 Track 2 — Medical-grade self-coaching (B2B with payers, MDR 
pathway) 
The opportunity. Across Europe, reimbursement pathways for medical-grade digital products are 
maturing: Germany's DiGA ("apps on prescription"), France's PECAN early-access route, 
Belgium's mHealthBelgium framework, and others. These pathways let a certified digital product 
be prescribed and paid for by statutory health insurance — a route to scale that does not depend 
on consumers paying out of pocket. Obesity and metabolic indications are already among the 
most active DiGA categories (B6.2). Slovak and Czech equivalents are still nascent, which is both 
a limitation and an opportunity: the consortium, through the policy report, is positioned to help 
shape the domestic pathway rather than merely wait for it. 

The prerequisite, and the honest constraint. Medical-device certification under the EU Medical 
Device Regulation (MDR) is the gateway to every one of these reimbursement pathways. And 
here the plan must be candid about a hard technical fact: MDR certification of a clinical-
decision or therapeutic function built on a closed-API foreign foundation model is, in 
practice, infeasible. The reasons are mechanistic and are set out in full in B3.1 — they concern 
auditability, change control, version pinning, post-market surveillance and data residency, none of 
which a third-party closed API affords the device manufacturer. The consequence is 
unambiguous: Track 2 is gated on the own-LLM work programme. It cannot proceed on the 
current substrate, and no amount of commercial intent changes that. This is the single most 
important dependency in the commercial plan. 
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The pathway. Track 2 is therefore a parallel R&D-and-regulatory programme to build an MDR-
certifiable, Slovak-language (and ultimately multi-lingual) coaching product on an own-LLM 
substrate. Its horizon is 3–5 years. Its funding mix shifts deliberately over time — primarily grant-
funded in years 1–2 (when the work is scientific and regulatory risk is high) to mixed grant and 
commercial from year 3 (as the product and the reimbursement case mature). The work is 
sequenced behind, and shares infrastructure with, the own-LLM programme in B3.1. 

Decision points. Three decisions gate this track and are flagged here so they are not made by 
drift: (1) when to formally commit to the medical pathway — a go/no-go that should follow 
demonstrated own-LLM technical milestones, not precede them; (2) the minimum viable MDR-
certified product specification — what the first certified product actually does, kept deliberately 
narrow; and (3) the first reimbursement market — for which Germany via DiGA is the most 
likely first target, given that it is the most mature pathway with the largest insured base and an 
active obesity category, notwithstanding the demanding evidence and EU-legal-manufacturer 
requirements (B6.2). 

B2.3 Track 4 — Wellness / lifestyle B2C 
The opportunity. There is a substantial consumer market for digital coaching positioned as 
wellness, with no medical claims: faster to market, far lighter on regulation, but with lower per-
customer revenue and high customer-acquisition costs. The consortium's programme can be 
offered in this form, sharing a technology core with the other tracks. 

Positioning. A B2C wellness offering would carry a distinct brand and product framing from the 
medical track — clearly non-medical — while reusing the same underlying Airis engine, content 
and wearable integration. The natural distribution routes are direct-to-consumer, employer-
sponsored wellness programmes, and health-insurer wellness add-ons (the last of which overlaps 
with the policy report's interest in insurer-supported prevention). 

The honest constraint. B2C in this category is genuinely hard, and the plan says so. The 
consortium does not currently have dedicated B2C marketing or consumer-product 
capability, and that is the binding constraint, not the technology. Direct-to-consumer wellness is 
a crowded, marketing-intensive market in which incumbents spend heavily on acquisition. 
Without significant new investment in consumer marketing and product, an ambitious standalone 
B2C play is not realistic. The defensible near-term posture is therefore opportunistic: pursue 
employer- and insurer-channelled wellness deployments (which are B2B in their sales motion 
and reuse existing relationships) rather than a broad consumer-marketing push, and revisit a 
fuller B2C strategy only if a dedicated capability and investment are put in place. 

 

B3. Cross-cutting issues 
Four issues cut across all three commercial tracks and have to be resolved jointly rather than 
track by track. 

B3.1 The LLM substrate — strategic direction 
This is the central technical and strategic question in the commercial plan, because it is the gate 
on Track 2 and the thing that most distinguishes the consortium's long-term position. 

Current state. Airis runs on a closed-API third-party foundation model — a commercial large 
language model accessed over an external provider's interface. This is entirely appropriate for the 
wellness-classified deployments in Tracks 1 and 4: it is fast, capable, and requires no model-
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development investment, and a wellness companion makes no medical claims that would trigger 
device obligations. 

Why the medical track cannot use it. For a regulated medical device, the closed-API 
arrangement fails — and it fails for specific, mechanistic reasons, not as a matter of preference. 
MDR places obligations on the device manufacturer that a third-party closed API structurally 
prevents the manufacturer from meeting: 

• Auditability and technical documentation. MDR requires the manufacturer to 
characterise and document how the device works to a level sufficient for a notified body to 
assess it. A closed foundation model is opaque to its API consumer: the manufacturer 
does not have access to the model's weights, training data, or internal behaviour, and so 
cannot produce the documentation the regulation demands. 

• Change control. A medical device's behaviour must be controlled and its changes 
managed and, where significant, re-assessed. A closed API can be updated by its 
provider at any time, silently, outside the manufacturer's control — the device's core 
reasoning component can change underneath it without notice. That is incompatible with 
medical-device change-control obligations. 

• Version pinning and reproducibility. Certification and post-market safety depend on 
knowing precisely which version of the system is in the field and being able to reproduce 
its behaviour. If the underlying model version cannot be pinned and preserved by the 
manufacturer, this cannot be guaranteed. 

• Post-market surveillance. The manufacturer must monitor the device in use and act on 
what it finds — including modifying the model in response to safety signals. With a closed 
API, the manufacturer cannot inspect or modify the model; it can only stop calling it. 

• Data residency and governance. Routing patient interactions through an external 
provider's API raises data-residency and governance questions (and interacts with the 
European Health Data Space and GDPR) that are difficult to satisfy for a medical product 
handling health data. 

The conclusion is that the architecture itself determines the regulatory logic: a closed-API 
dependency does not merely make MDR harder, it removes the manufacturer's ability to 
discharge obligations the regulation assigns to it. An own, controllable model substrate is 
therefore a prerequisite for Track 2, not an enhancement of it. 

The dual-track LLM strategy. The consortium adopts a deliberate dual-track approach: 
continue with the closed-API substrate for Tracks 1 and 4 (wellness, where it is appropriate 
and cost-efficient), while developing an own-LLM substrate from open-source base models 
to enable Track 2 (medical). The two coexist; the wellness products do not wait for the model, 
and the medical product does not compromise on the substrate it requires. 

Leadership and funding. The own-LLM programme is led by Zhiva, with KInIT as scientific 
partner and methodological collaborator. It is funded through a mix of grant and investor 
capital — an indicative target of roughly 70% grant / 30% investor over the development phase 
— and is treated from day one as both a research-track and a commercial-track investment: 
grant funding underwrites the scientific and regulatory risk, while investor funding aligns with 
commercial milestones. This dual character is deliberate and is what makes the programme 
fundable from both directions. 

The work programme. The programme comprises: selection of a foundation model from open-
source candidates; Slovak-language fine-tuning and continued training on health-domain data; 
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safety, alignment and clinical-validation work; the infrastructure for hosting, audit logging and 
version control that the regulatory obligations above require; and the assembly of the regulatory 
technical file for eventual MDR submission. 

Sequencing. Years 1–2 are primarily grant-funded R&D; investor capital is deployed from around 
year 2 against demonstrated technical milestones; and commercial revenue from the wellness 
tracks (1 and 4) is reinvested where appropriate. The sequencing is milestone-gated, not 
calendar-gated. 

Why it matters beyond the consortium. This is the operational follow-through on the argument 
made in the policy report about sovereign and trustworthy language models for healthcare. A 
controllable, auditable, smaller-language health-communication model is of direct interest to 
Slovak and Central European policymakers and to European funding instruments with a 
sovereign-AI and digital-autonomy agenda (EU4Health, Horizon Europe, Digital Europe). The 
consortium will pursue that alignment through the coordinated grant applications in A2.3. 

B3.2 Wearables and devices 
The wearable is, on the trial evidence, the most consistently valued and most heavily used 
component of the programme across every arm — it is central to the model, not peripheral. The 
trial standardised on a single mid-range Garmin device, which integrates with Airis to supply the 
activity, sleep, heart-rate and stress signals the coach reasons over. 

The forward strategy has three elements. First, a multi-device posture: while a single validated 
device simplifies operations, the product should not be locked to one vendor, and the consortium 
will maintain the ability to support alternative devices to manage supply, cost and patient choice. 
Second, supply-chain and continuity risk: device availability, model discontinuation and 
firmware changes are real operational risks for a programme that depends on a specific device, 
and a multi-device capability is the principal mitigation. Third, data-integration and 
interoperability standards: the integration layer should be built to recognised health-data 
interoperability standards so that adding a device, or feeding wearable data into clinical or 
research systems, does not require bespoke work each time — which also serves the data-
infrastructure goals in B3.4 and the EHDS direction. 

B3.3 Regulatory positioning 
The consortium's regulatory posture follows directly from the track structure and is deliberately 
two-speed: 

• Short term — wellness classification for Tracks 1 and 4. The pharma-adjacent 
companion (Track 1) and any consumer offering (Track 4) are positioned as wellness/
lifestyle products that make no medical claims, distributed through ordinary app stores. 
This keeps them outside medical-device obligations and compatible with the closed-API 
substrate. The discipline required is to keep these products genuinely within wellness 
scope — not to let feature creep pull them across the line into regulated functions. 

• Long term — MDR for Track 2. The medical-grade product is, by design, a regulated 
medical device, certified under MDR, on the own-LLM substrate (B3.1). The plan 
recognises the specific gates this entails — CE marking under MDR as the hard 
prerequisite for every reimbursement pathway; the eligible risk classes; and the 
requirement for an EU-established legal manufacturer or authorised representative — 
and sequences the work accordingly. 

The approach is coordinated across European jurisdictions rather than country-by-country: 
MDR certification is pan-European, and the reimbursement pathways, while national, share the 
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MDR gate. The detailed EU regulatory context — MDR, the EU AI Act's treatment of health 
applications, the EHDS, and GDPR — is developed in the project's ethics-and-regulation work, to 
which this plan refers rather than restating. 

B3.4 Data and IP infrastructure 
The data architecture must serve all three tracks at once while respecting GDPR, MDR data-
governance expectations, and the IP framework in Part C. Two design principles govern it. First, a 
clear separation between research data and commercial product data: consortium-shared 
research datasets (anonymised, FAIR, available under defined conditions per the project's open-
science commitments) are kept distinct from the operational data of commercial deployments, 
which carry their own governance and contractual constraints. Second, data flows designed for 
purpose from the outset: the medical track's data handling must be built to the standard the 
regulated product requires (residency, audit, governance) rather than retrofitted, while the 
wellness tracks operate under the lighter regime appropriate to them. The IP dimension — who 
owns and who may use the data and the models — is governed by the Part C framework, with 
which this infrastructure is designed to be consistent. 

 

B4. Institutional and governance arrangements 
This section sets out how the partners will work together after the project ends. It deliberately lays 
out options, criteria and a decision timeline rather than committing prematurely to a single 
structure — but it does so against an honest reading of the de-facto baseline that already exists, 
because without that honesty the options would read as over-thinking. This is the section every 
partner will read most carefully. 

B4.1 Partner interest and capability 
The actors come to the joint enterprise with different mandates, constraints and interests, and the 
governance design has to respect those differences: 

• BMC SAS is a leading public research institution in obesity and metabolism. Its 
commercialisation activity is subject to the constraints that apply to public research 
institutions, and its primary interest is in research continuation, integration into clinical 
pathways, and technology transfer rather than in operating a commercial business. It is 
the scientific anchor and the clinical-pathway gateway. 

• Zhiva is an established commercial operator and is the locus of the pre-existing 
commercialisation activity, the technology platform and the coach network. Its primary 
interest is in operationalising and scaling the proof-of-concept commercially, and it 
is both willing and structurally able to lead the investment-backed development of the 
LLM substrate. It is the commercial engine. 

• KInIT is an independent research institute with deep AI and language-model expertise. Its 
primary interest is in research continuation and methodological contribution; its role 
in commercial activity is as a partner and scientific collaborator rather than as a 
commercial lead. 

B4.2 The de-facto baseline 
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Three facts already in place combine into an implicit baseline arrangement, and the formal 
options in B4.3 should be assessed as refinements of it rather than as alternatives to a blank 
slate: 

• The project description identifies Zhiva as the locus of commercialisation. 

• The Part C IP term sheet grants all partners non-exclusive licences with rights to modify 
and re-use project IP in research, commercial and non-profit contexts. 

• Zhiva is taking the lead on the LLM-substrate investment, with substantial own and 
investor capital at risk. 

Taken together, these define a baseline that can be stated in one line: Zhiva-led 
commercialisation, with non-exclusive partner licences, and continued joint research. This 
baseline is not a proposal; it is the situation as it stands. The options below either adopt it 
explicitly or modify it — they do not displace it, because the facts that constitute it are already 
true. 

B4.3 Institutional umbrella — options 
• Option 1 — Zhiva-led with partner licences (the de-facto baseline). Zhiva operates 

the commercialisation activity; BMC SAS and KInIT use project IP under their non-
exclusive licences for their own research and for any commercial activity they pursue 
independently. Joint activities are coordinated bilaterally between the partners as needed. 
Fastest and most capital-efficient; lightest governance; relies on bilateral coordination 
rather than a standing joint structure. 

• Option 2 — Special-purpose vehicle (SPV). A new entity, jointly owned by the partners 
(or their respective spinout vehicles), holds commercialisation rights to specific tracks. 
Cleanest governance and clearest upside-sharing; slowest to set up; dilutes Zhiva's lead 
position and may complicate the investor story it needs for the LLM substrate. 

• Option 3 — Zhiva-led commercial track plus a non-profit shell. Zhiva runs the 
commercial tracks while a non-profit entity — a "Zhiva Institute," or a new body — houses 
the non-commercial and pre-commercial activities (coach training, methodology, public-
good research). Keeps the commercial and public-good missions in fit-for-purpose 
vehicles; adds a second structure to maintain. 

B4.4 Decision criteria 
The options should be evaluated against a consistent set of criteria, which are stated here so the 
eventual choice is transparent: 

• Speed to operational readiness — how quickly the structure lets the tracks actually run. 

• Capital efficiency — avoidance of duplicative organisational structures and overhead. 

• Governance clarity — clean lines for partners with very different mandates and risk 
profiles (public research institute vs. independent research institute vs. commercial 
entity). 

• Regulatory and certification fit — and specifically, which structure best supports MDR 
certification of Track 2 in due course (the legal-manufacturer requirement in B3.3 interacts 
with this). 

• Investor compatibility — the Zhiva-led LLM investment requires a setup that investors 
find clean and legible. 
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• Equity in upside-sharing — recognising both prior contribution to project IP and future 
contribution to commercial development. 

• Compatibility with the Part C IP framework. 

B4.5 Decision timeline 
• Month 0 (project end): this plan finalised; the options formally on the table; a 

consortium-level discussion convened. 

• Months 1–3: option evaluation, including investor and legal consultations as needed. 

• Months 4–6: decision taken and initial implementation steps begun. 

• Months 6–12: operational arrangements settled and the first year of joint activity under 
way under the chosen structure. 

B4.6 Non-commercial and semi-commercial activities 
Whichever umbrella option is chosen, several semi-commercial and non-commercial activities 
continue under their existing institutional homes, independent of the commercial structure: BMC 
SAS's clinical and research programmes, including the Centre for Obesity Management; 
engagement with the EASO obesity-centre network; the Strieborné líšky (Silver Foxes) 
senior programme; and coach training and methodology dissemination (Track 5). These are 
part of the consortium's mission and its public-good footprint, and they are deliberately insulated 
from the commercial-structure decision. 

 

B5. Financing and the cost framework 
This section sets out how the commercial activities are financed and the cost structure beneath 
them. It presents methodology and indicative ranges, not precise figures: the cost framework 
is more important than any single number it produces, and the plan resists presenting numbers 
more precisely than the underlying confidence supports. Figures are given as bands. 

B5.1 Financing mix by track 
The four financing profiles differ markedly, and the differences are intrinsic to the tracks: 

• Track 1 (pharma B2B): commercial revenue, with milestone-based pharma funding; 
minimal grant component. Closest to self-financing from the outset. 

• Track 2 (medical / MDR): primarily grant-funded R&D in years 1–2 (Horizon Europe, 
EU4Health, Digital Europe, national APVV); investor capital deployed against technical 
and regulatory milestones from year 2; commercial revenue from year 3 or later. The most 
capital-intensive and longest-horizon track. 

• Track 4 (B2C wellness): commercial revenue, with modest investment from Zhiva and 
revenue reinvestment; potential employer/insurer co-investment. Self-financing in 
ambition but capability-constrained (B2.3). 

• LLM substrate (cross-cutting): indicative 70% grant / 30% investor over the 
development phase; led by Zhiva. The pivot on which Track 2 turns. 

B5.2 The cost framework 
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The consortium's internal cost model is built in three layers. This structure — not the specific euro 
figures, which are commercially sensitive and presented only as indicative ranges — is the 
durable contribution. 

Layer 1 — Fixed annual costs to maintain a deployable system at modest scale. 
Independent of participant numbers: LLM hosting and tokens (for the closed-API tracks) or model 
hosting and periodic retraining (for the own-LLM track); content maintenance and curation; quality 
control; human supervision and clinical oversight; regulatory compliance and audit (rising sharply 
for the medical track); and core infrastructure. 

Layer 2 — Marginal cost per participant, by delivery mode. The three delivery modes have 
fundamentally different unit economics, and this is the heart of the commercial argument: 

• AI-only — the lowest marginal cost: principally inference/token cost, infrastructure, and a 
thin layer of supervision. This is what makes the AI tier scalable. 

• AI + human coach (hybrid) — AI cost plus the cost of human coaching time, which 
scales with caseload; the premium tier. 

• Peer-led — a distinct profile: lower human-cost than professional coaching but with 
recruitment, training and coordination overhead for the peer coaches. 

As a concrete anchor of magnitude (and only that), the per-active-participant fee in the pharma-
pilot structure under discussion is in the region of a few tens of euros for a full 14-week AI-
coached programme inclusive of operation and support — illustrating the order of magnitude of 
AI-only marginal cost in a real commercial context. Professional-coaching unit cost is materially 
higher, consistent with the willingness-to-pay premium the trial observed for that tier (B6). 

Layer 3 — One-off costs for major events. Episodic and lumpy: LLM migrations or major 
upgrades, regulatory submissions (a significant one-off for the medical track), new-market entry, 
and major content overhauls. 

The public version of this document presents the framework and indicative ranges only; the 
populated cost model, with commercially sensitive specifics, is held internally. 

B5.3 Investment requirements 
Across the three tracks over years 1–3, capital and grant requirements are presented as bands 
rather than point estimates, reflecting genuine uncertainty: 

• Track 1 is close to self-financing once a pilot converts, requiring limited working capital 
for adaptation and operation. 

• Track 4 requires modest investment unless a full B2C capability is built, in which case the 
requirement rises substantially (and is gated on the capability decision in B2.3). 

• Track 2 and the LLM substrate are the material requirement: a multi-year programme 
funded on the indicative 70/30 grant/investor split, with the investor tranche deployed 
against milestones. The total is significant and is the principal call on external capital and 
grant funding in the plan. 

B5.4 Sustainability path 
The tracks reach self-sustainability on different horizons, and the plan is realistic about this: 

• Track 1 can become financially self-sustaining quickest — potentially within the first year 
or two of a converted pilot — because its revenue is contractual and its marginal cost low. 
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• Track 4, if pursued through employer/insurer channels rather than broad consumer 
marketing, can approach sustainability on a similar horizon at modest scale; a full B2C 
play would have a longer and less certain path. 

• Track 2 is explicitly a long horizon: even on the most favourable trajectory it may not 
reach self-sustainability for 4–5 years, because the certification, evidence and 
reimbursement-negotiation steps are intrinsically slow. This is stated plainly so that the 
medical track is resourced and governed as the long-term investment it is, and not judged 
against near-term revenue expectations. 

 

B6. Market assessment 
This section sizes the opportunity for each commercial track. The aim is to be conservative, 
defensible and sourced rather than expansive. Where figures derive from external market 
sources they are cited; where they derive from the project's own data they are identified as such. 
All figures are indicative. 

B6.1 Track 1 — pharma B2B / GLP-1 adjunctive 
The underlying driver is the scale and growth of the GLP-1 market. The European GLP-1 
receptor-agonist market was estimated at roughly USD 8 billion in 2025, growing at a low-
double-digit CAGR, with semaglutide products the dominant segment and Germany among the 
fastest-growing national markets. The weight-loss-specific segment in Europe is smaller but 
faster-growing. 

Three features of this market make the adjunctive opportunity real rather than speculative. First, 
the clinical rationale for behavioural support is well established and widely acknowledged: 
a substantial share of patients do not remain on GLP-1 therapy long-term, rapid pharmacological 
weight loss raises lean-mass and sarcopenia concerns that lifestyle support addresses, and 
weight regain after discontinuation without lifestyle support is well documented — exactly the 
gaps an adjunctive behavioural programme targets. Second, the practice of pairing GLP-1 
therapy with digital lifestyle programmes already exists: established digital-health companies 
(among them Oviva, Liva Healthcare, Sidekick Health/zanadio, Noom and others) operate 
GLP-1-focused or GLP-1-adjacent programmes, which both validates the model and defines the 
competition. Third, the semaglutide patent cliff (loss of US exclusivity in 2026, with generic 
entry expected to broaden access and the patient base over time) points to a still-larger 
adjunctive-support population in the medium term, even as it pressures drug prices. 

Willingness-to-pay on this track is B2B: the payer is the pharmaceutical partner, not the patient, 
and pricing follows a programme-build-plus-per-participant structure (B5.2) rather than consumer 
pricing. The competitive landscape is real and consolidating; the consortium's defensible 
positions are its behavioural-science and clinical-research depth, its trial evidence, and its 
Central-European-language and market specificity — rather than competing head-on with 
well-capitalised incumbents on generic engagement. 

B6.2 Track 2 — DiGA-equivalent / medical B2B 
The reimbursement landscape is the opportunity here. Germany's DiGA programme is the most 
mature: as of end-2025 the directory held on the order of 58 reimbursable applications, with 
obesity and metabolic indications among the most active categories, and roughly 700,000 
prescriptions in 2025. Pricing illustrates the reimbursed-revenue potential and its post-
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negotiation reality: manufacturer launch prices average in the region of €500+ per 90-day 
prescription, settling after payer negotiation to a mean of roughly €220–230 per 90 days across 
applications with completed negotiations. Obesity-specific DiGAs already in the directory (for 
example Oviva's and Sidekick's obesity applications) are the direct medical-grade comparators 
and a proof that the category is reimbursable. 

Two hard gates define this market and are priced into the plan. First, CE marking under MDR is 
the non-negotiable prerequisite — which is precisely why Track 2 is gated on the own-LLM 
substrate (B3.1). Second, a legal manufacturer established in the EU (or an EU authorised 
representative) is required, which is structurally available to this consortium but is a real 
obligation to design for. Beyond Germany, France's PECAN early-access route and Belgium's 
mHealthBelgium framework offer further reimbursed markets, with large addressable 
populations; reimbursed prices and eligible populations vary by market. The Slovak path is 
nascent and is addressed in the policy report; the consortium's domestic strategy is to help shape 
it rather than wait for it. 

B6.3 Track 4 — B2C wellness 
The Slovak and broader Central-and-Eastern-European wellness-app market is real but smaller 
and more price-sensitive than the Western European markets that dominate the digital-health 
revenue figures, and it is crowded with international consumer apps that spend heavily on 
acquisition. Per-customer revenue is low and customer-acquisition cost is high. The realistic 
reading — consistent with the capability constraint in B2.3 — is that a broad consumer-marketing 
play is not defensible for this consortium without dedicated investment, and that the addressable 
near-term opportunity is the employer- and insurer-channelled segment, where the sales 
motion is B2B and reuses existing relationships, rather than open-market direct-to-consumer. 

B6.4 Cross-track synthesis 
The three tracks reinforce one another commercially in concrete ways. They share a technology 
core (Airis, the platform, the content, the wearable integration), so investment in one improves 
the others. They share an evidence base and continuous learning: data and outcomes from 
each deployment strengthen the product and the research behind all of them (the loop in A1). And 
they share credibility: trial evidence and a maturing medical-grade programme lend credibility to 
the wellness and pharma offerings, while the pharma and wellness revenue helps sustain the 
long medical-track investment. 

They also compete — for the consortium's finite attention and capital. Track 2 in particular is a 
long, capital-hungry investment that could crowd out faster-returning work if not deliberately ring-
fenced and separately funded (which is exactly why the financing structure in B5 and the 
governance options in B4 treat it as a distinct, milestone-gated programme). Managing that 
tension — backing the long-term medical bet without starving the near-term tracks that fund the 
enterprise — is the central portfolio judgement the consortium must make and revisit. 

 

PART C — Intellectual property arrangements 
The partnership and funding agreements require the consortium to conclude a written agreement 
on the handling of the intellectual property (IP) created in DIG4HEALTH, giving each partner a 
clearly defined right to deal with that IP in line with the project’s objectives. The project anticipated 
that this would be settled in its closing phase. The consortium has agreed the substance of that 
arrangement in a term sheet, and this section describes it. The term sheet is the basis on which a 
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separate, formal IP agreement is being prepared and will be signed; that agreement will be 
consistent with the framework set out here, and the precise specification of the IP and the mutual 
hand-over of documentation are being completed in parallel with this deliverable in mid-2026. The 
agreement will be submitted by the beneficiary (BMC SAS) to the funding body for approval 
before it is concluded, as the funding terms require. 

One development brought this question forward from the project’s closing phase. Interest 
emerged from potential commercial partners — in particular in the context of GLP-1 
pharmacotherapy (Track 1, B2.1) — in piloting a lightly adapted version of one project 
component, the Airis self-coaching system, as a voluntary wellness companion application. 
Pursuing such opportunities responsibly required the partners to agree the framework for 
handling project IP earlier than originally planned, which is what the term sheet does. 

C1. Scope: the IP covered 
The framework covers IP that is recorded in documentable form, that qualifies for protection as 
an authorial work under copyright law, and that was created during the realisation of 
DIG4HEALTH and forms part of the project. In concrete terms, the relevant IP comprises six 
categories, which align with the functional asset inventory in Section 2.2: 

• the templates for mass communication with participants, from enrolment through to the 
end of the intervention (the email and messaging sequences); 

• Kompas zdravia (the Health Compass content library); 

• the source code of the Krokus system (or a clone of the Krokus system); 

• the source code of the Airis application for iOS and Android; 

• the overall architecture of the self-coaching system, the individual prompts, the 
associated computer code, and the other elements that make up the self-coaching 
system, including the description of the infrastructure needed to operate it; and 

• the health-coach manual, the peer-coach manual and the self-coaching (AI-assisted) 
manual, including the presentations used in coaching. 

The relevant IP does not include the operation of the infrastructure required to use it: the 
framework concerns the assets themselves, not the running of the hosting, services and 
operational infrastructure on which any given deployment depends. The formal agreement will 
specify the covered IP precisely and record the mutual hand-over of its documentation. 

C2. The licensing arrangement 
The core of the arrangement is a mutual, non-exclusive, royalty-free licence. Each partner may 
continue to use the relevant IP in its research, commercial and non-profit activity, without paying a 
licence fee to the others, and “use” expressly includes adapting, altering, extending or otherwise 
modifying the IP. The licence is non-exclusive: no partner’s use forecloses another’s, and each 
partner is free to build on the shared assets in its own direction. This is the mechanism that 
makes the forward strategy in Parts A and B possible — it is what allows Zhiva to lead 
commercial development, BMC SAS and KInIT to pursue their own research and any 
independent activity, and all three to keep building on the same technology and content base. 

Three further terms shape how the licence operates: 

• Collaboration and third parties. Partners may continue to work together in using the IP 
and in providing IP-based services, and they may also work with third parties without 
restriction. 
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• No sub-licensing, except to affiliated entities. Partners may not grant a sub-licence to 
the relevant IP, with the exception of affiliated entities — parent, subsidiary or sister 
companies — whether named in the agreement or meeting the affiliation criteria it sets 
out. This keeps the shared IP within the partners and their corporate groups unless the 
partners agree otherwise. 

• Infrastructure is separate. As noted above, the licence covers the IP, not the operation 
of the infrastructure needed to run it; operating that infrastructure for any particular 
product or deployment is a separate matter, commercial and contractual, outside the 
scope of the shared licence. 

C3. Relationship to Parts A and B 
This framework is the legal underpinning of the strategy in the rest of the document, and it is 
deliberately consistent with it. The non-exclusive partner licences are the “non-exclusive licences” 
that the institutional baseline in B4.2 takes as given, and they are part of why a Zhiva-led 
commercialisation model with continued joint research is the realistic starting point rather than 
one option among many. The freedom to modify the IP is what the own-LLM work programme in 
B3.1 relies on, since that programme adapts and builds on the self-coaching architecture and 
prompts. The treatment of infrastructure as separate from the licensed IP matches the separation 
of operational product data from shared research data in B3.4. And the ability to license to 
affiliated entities and to work with third parties is what allows the commercial tracks in Part B to 
be pursued through whatever corporate vehicles the governance decision in B4 selects. The data 
dimension — who may use the data generated in deployments, as distinct from the models and 
content covered here — is governed by the project’s data-governance arrangements and the 
deployment contracts referred to in B3.4, consistent with this framework.
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