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Introduction 
The rapid proliferation of AI-powered digital assistants in health, wellness, and lifestyle contexts 
has outpaced the development of sector-specific ethical guidance. General AI ethics 
frameworks, including the EU HLEG's foundational Ethics Guidelines for Trustworthy AI, provide 
an essential normative basis but were not designed to address the distinct challenges posed by 
continuous biometric data collection, large language model (LLM) behavior, or the vulnerability 
of the populations most likely to use health-adjacent wearable systems. This framework was 
created to fill that gap: to translate abstract principles into concrete, actionable requirements 
that reflect the realities of how these technologies actually function and fail.​
​
Conversational assistants in healthcare and wellbeing have been discussed through several 
overlapping lenses. One set of papers adapts classic medical ethics or general AI ethics to 
chatbots and virtual assistants. Another set turns ethics into lifecycle guidance for design, 
testing, deployment, and audit. A third set focuses on narrow but decisive problem areas such 
as privacy, equity, consent, or post-deployment safety review. Taken together, the literature does 
not yet offer a single settled checklist for trustworthy digital assistants. It does, however, offer a 
fairly consistent backbone for one: safety, benefit, autonomy, justice, transparency, privacy, 
accountability, and lifecycle governance (Fournier-Tombs & McHardy, 2022), (Coghlan et al., 
2023), (Vilaza & McCashin, 2021), (Ning et al., 2024).​
​
The field is also uneven. Mental health chatbots are the most developed ethics subdomain, with 
richer discussion of dependency, anthropomorphism, crisis management, and simulated 
empathy than the broader healthcare assistant literature (Meadi et al., 2025), (Coghlan et al., 
2023), (Vilaza & McCashin, 2021). By contrast, papers on virtual health assistants in clinical 
settings tend to be stronger on governance, quality assurance, integration, and information 
security (Denecke, 2023), (Kaas et al., 2023), (Azadboni et al., 2025).​
​
A consistent pattern across these strands is that trustworthy assistant design is not treated as 
a model property alone. It is treated as a socio-technical property that depends on data choices, 
interface choices, workflow integration, human fallback, monitoring, and retirement planning 
(Kaas et al., 2023), (Denecke, 2023), (Nadarzynski et al., 2024). This point matters for a 
self-assessment checklist. A useful checklist cannot stop at fairness testing or prompt design. 
It must ask what evidence, governance, safeguards, escalation paths, and audit practices 
surround the assistant in use.​
​
The frameworks are complementary rather than rival. (Fournier-Tombs & McHardy, 2022) and 
(Coghlan et al., 2023) help define what counts as ethically relevant. (Martín et al., 2022), 
(Denecke, 2023), and (Nadarzynski et al., 2024) help translate those concerns into lifecycle 
checks. (Azadboni et al., 2025), and (Neary et al., 2025) supply concrete mechanisms for areas 
that otherwise stay abstract. (Kaas et al., 2023) is especially useful as a bridge from principle 
lists to governance practice because it asks teams to make explicit claims, name affected 



stakeholders, gather evidence, and record unresolved tensions.​
​
This framework faithfully operationalizes the EU High-Level Expert Group on AI's (HLEG) 
Trustworthy AI architecture and is credibly aligned with the EU AI Act's risk-based obligations. It 
contextualizes every principle against the specific technical realities of LLM-based assistants 
and consumer wearables, bridging the gap between high-level regulatory language and the 
practical design and deployment decisions that developers and deployers must make. A further 
motivation is regulatory obligation. The EU AI Act imposes specific risk-based duties on 
providers and deployers of AI systems, particularly those operating in high-risk domains, 
including requirements for human oversight, transparency, data governance, and incident 
reporting. Organizations operating within this legal environment require practical tools that map 
their design and operational choices onto compliance obligations in a structured, auditable way. 
This framework is designed to serve precisely that function.​
​
The purpose of this framework is threefold: to establish a shared normative vocabulary for 
ethical AI development in the digital assistant domain; to provide a structured risk identification 
methodology across the seven ALTAI requirements; and to supply an assessment list for 
Trustworthy AI assistants that enables responsible parties to verify readiness before going live. 
It is intended for use by a broad range of stakeholders, including product developers, data 
scientists, clinical advisors, project managers, ethics review bodies, and procurement officers, 
who are involved at any stage of the lifecycle of a digital assistant or wearable-integrated AI 
system.​
​
The framework is equally relevant to organizations that develop AI systems from the ground up 
and to those that deploy pre-built or third-party AI components within a broader digital health or 
wellness program. In both cases, the accountability obligations that this framework addresses 
fall on the deploying entity, not solely on the original technology provider.​
​
This framework pursues four core goals. First, to protect the rights, dignity, and wellbeing of the 
individuals who interact with digital assistants and wearable-based AI systems, particularly 
those in vulnerable situations. Second, to enable organizations to build systems that are not 
only technically capable but demonstrably trustworthy, in line with the EU's definition of 
Trustworthy AI as simultaneously lawful and ethical. Third, to reduce the risk of harm, whether 
physical, psychological, financial, or social, that can result from poorly governed AI deployment 
in health-adjacent contexts. Fourth, to support a culture of accountability in which every actor in 
the AI supply chain, from model developer to end-user organization, understands their role and 
can be held to it.​
This report is organized into five substantive parts. Part I (Ethics by Design: Principles and 
Requirements) establishes the normative foundations of the framework, beginning with the four 
core ethical principles identified by the EU HLEG and proceeding to describe the seven ALTAI 
requirements that operationalize them across the full AI system lifecycle. It then contextualizes 
these requirements specifically for LLM-based digital assistants and consumer wearables. Part 



II (Regulation) describes the regulatory assessment, determines which category such a system 
falls under, and outlines the basic obligations that follow. Part III (Risk Identification by Key 
Requirements) systematically maps the principal risks arising under each of the seven ALTAI 
requirements, from automation bias and hallucination to algorithmic discrimination and 
environmental impact, and pairs each risk category with a set of actionable general 
recommendations. Part IV (Empirical Research and Testing of AI Assistant) compares the level 
of risks identified during initial assessment with what was observed during testing across a 
range of scenarios. Part V (Assessment List for Trustworthy AI Assistants) distills the 
framework into a practical, ALTAI-style checklist of 27 affirmative actions that a developer or 
deployer must be able to demonstrate prior to going live with an AI assistant system. 

 

PART I: Ethics by Design: Principles & Requirements 

1.1 Foundational Ethical Principles 

In accordance with the principles set forth in the Ethics Guidelines for Trustworthy AI, published 
by the EU High-Level Expert Group on AI, this section establishes the normative basis from 
which all subsequent requirements derive. The Guidelines identify four core ethical principles, 
grounded in fundamental rights and widely accepted ethical frameworks, that must guide the 
development and deployment of AI systems throughout their entire lifecycle. These principles 
are not independent of one another; they are deeply interrelated and must be considered 
together when evaluating the ethical acceptability of any AI system or design decision. The EU 
High-Level Expert Group on AI identifies four core ethical principles from which all requirements 
derive: 

Respect for Human Autonomy: AI systems must not undermine the user's capacity to make 
informed, voluntary decisions. 

Prevention of Harm (Non-Maleficence): Systems must not cause physical, psychological, 
financial, or social harm. This maps directly to the biomedical ethics principle of 
non-maleficence. 

Fairness: AI must not discriminate based on age, gender, disability, ethnicity, or socioeconomic 
status; outputs must be equitable across populations. 

Explicability (Transparency & Accountability): Both the processes and outcomes of AI must be 
explainable to users and subject to accountability mechanisms.​
​
1.2 Key Requirements for Trustworthy AI (ALTAI) 

These seven requirements operationalize the four principles and must be addressed across the 
entire AI system lifecycle, from design to decommissioning: 



●​ Human Agency and Oversight: AI must empower users, not replace human judgment 
●​ Technical Robustness and Safety: Systems must be resilient to errors, adversarial 

inputs, hardware failures, and model drift 
●​ Privacy and Data Governance: Sensitive data (wearables generate continuous biometric 

streams) must be governed under GDPR and sector-specific data law 
●​ Transparency: The logic of AI recommendations must be communicated in accessible, 

meaningful language 
●​ Diversity, Non-Discrimination and Fairness: Models must be validated across 

demographic subgroups; performance disparities must be documented and addressed 
●​ Societal and Environmental Wellbeing: Long-term societal impacts, including energy 

consumption of AI infrastructure, must be considered 
●​ Accountability: Clear responsibility chains must exist for every stage of the AI system 

lifecycle 

​
1.3 Specific Context: Digital Assistants & Wearables 

Digital assistants and wearables introduce ethical challenges that go meaningfully beyond 
those addressed by general AI ethics frameworks. Unlike discrete-use AI tools, these systems 
operate continuously, collecting intimate biometric data including activity levels, sleep patterns, 
and stress indicators over extended periods. This persistent data collection creates heightened 
privacy risks, particularly around data minimization, secondary use, and the potential for 
sensitive inferences to be drawn without users' awareness or consent.​
​
At the model level, digital assistants built on large language models are especially susceptible 
to sycophantic behavior, a tendency to agree with or validate user input regardless of its 
accuracy. In health and wellness contexts, this dynamic can reinforce harmful beliefs, delay 
appropriate care-seeking, or provide false reassurance at critical moments. The conversational 
and emotionally responsive nature of these systems also requires careful management of the 
relationship that develops between user and assistant. Without appropriate boundaries and 
transparency, users may develop dependency on the assistant as a primary source of emotional 
support, potentially contributing to social isolation or discouraging engagement with human 
care networks.​
​
These risks are further amplified by the populations most likely to use health-adjacent wearable 
systems. Older adults, people living with chronic illness, and individuals managing mental health 
conditions are among the most frequent users, and also among those for whom the 
consequences of system failures, whether technical, ethical, or communicative, are most 
serious. This concentration of vulnerability makes the ethical design and governance of digital 
assistants not an abstract concern, but a practical obligation. 

 



PART II: Regulatory assessment - EU Artificial Intelligence Act 

The EU Artificial Intelligence Act (AI Act)1 establishes the first comprehensive horizontal 
framework governing AI systems in the EU, imposing obligations at the level of the system itself 
rather than merely at the level of the data it processes or the product in which it is embedded. 
This section explores its applicability to the AI-driven digital assistant including the risk 
classification and corresponding obligations.​
 
2.1 Applicability and scope 
In order for an AI system to trigger the scope of the AI Act, it must meet the definition under 
Article 3(1), which covers machine-based systems that infer from inputs how to generate 
outputs, such as recommendations or decisions, that influence real-world environments. The 
AI-driven digital assistant using wearable data meets this definition: it processes structured 
personal data, including physiological measurements, sleep and activity patterns, mental health 
indicators, and dietary information, and generates personalised recommendations and 
behavioural action plans adapted to individual users. 
Regarding territorial scope, Article 2 of the AI Act applies the regulation to AI systems placed on 
the EU market and put into service within the EU. While the tool is not currently on the market, 
any future placement on the EU market, or indeed any scenario in which the outputs produced 
by the system are used within the Union, would equally trigger the territorial scope of the 
regulation. 
As to who bears obligations under the regulation, Article 2 identifies providers and deployers as 
the primary duty-bearers, with the provider being defined as a subject developing the system, 
placing it on the market, or putting it to service under their own name or trademark, and the 
deployer as a subject merely using the system under their authority. ​
 
2.2 Research phase exception 
The AI Act expressly acknowledges that its obligations should not impede legitimate scientific 
research and development activity. Article 2(6) provides that the regulation does not apply to AI 
systems "specifically developed and put into service for the sole purpose of scientific research and 
development." To the extent that those conditions are met, the AI Act's substantive obligations 
do not apply. 
Beyond the aforementioned exception, Article 2(8) also recognises an intermediate phase 
covering AI systems that are in development but not yet placed on the market. The concepts of 
"placing on the market" and "putting into service," which trigger provider obligations, are defined 

1 Regulation (EU) 2024/1689 of the European Parliament and of the Council of 13 June 2024 laying down 
harmonised rules on artificial intelligence and amending Regulations (EC) No 300/2008, (EU) No 
167/2013, (EU) No 168/2013, (EU) 2018/858, (EU) 2018/1139 and (EU) 2019/2144 and Directives 
2014/90/EU, (EU) 2016/797 and (EU) 2020/1828 (Artificial Intelligence Act) 



by reference to commercial availability and first deployment to end users for their intended 
purpose. A system undergoing internal development, iterative testing, or evaluation within a 
defined research trial does not meet those definitions. Testing with trial participants in a 
controlled and ethically governed research context, where the system is not made available to 
the general public and where no commercial transaction occurs, falls within this pre-market 
development phase and does not constitute placing the system on the market within the 
meaning of the AI Act. Thus, during this phase, the full obligation framework does not yet apply.​
 
2.3 Risk Classification 
High-risk, if the tool is placed on the market and it qualifies as a medical device: Article 6(1) 
classifies as high-risk any AI systems intended to be used as, or as safety components of, 
products regulated under the harmonisation legislation listed in Annex I, which includes the 
Medical Devices Regulation (MDR).2 If the tool can be classified as a medical device under the 
MDR, it is automatically a high-risk AI system under the AI Act, without any additional analysis of 
the nature or degree of risk.  
Limited-risk, if the tool is placed on the market and positioned as a wellness assistant: If the 
tool would be placed on the market and positioned as a general lifestyle assistant, with no 
diagnostic or therapeutic claims and an intended purpose that falls outside the MDR definition, 
it would not meet the Article 6 threshold. In that scenario the tool would fall within the 
limited-risk category, attracting only transparency obligations under Article 50 and AI literacy 
obligations under Article 4 without the full high-risk compliance burden. This classification is 
only defensible if grounded in genuine product design and regulatory strategy. However, national 
competent authorities still have the power to reclassify the risk category of the tool regardless 
of the manufacturer's labelling, and any health-related communication to users that carries 
clinical weight can create material reclassification risk.​
 
2.4 Obligations 
If high-risk: The provider must comply with the full Chapter III, Section 2 and 3 obligations along 
with any general obligations such as those in Articles 4 and 50 and conduct a conformity 
assessment upon transitioning to market. Where a system is dual-classified as both a high-risk 
AI system and a medical device, the AI Act obligations are integrated into the MDR conformity 
assessment procedure, meaning a single notified body assessment covers both frameworks. 
The substantive obligations for high-risk AI systems include: a lifecycle-spanning risk 
management system (Article 9); data governance requirements ensuring representativeness 
and quality of training and testing data (Article 10); comprehensive technical documentation 
(Article 11); logging for traceability (Article 12); transparency and instructions for use enabling 

2 Regulation (EU) 2017/745 of the European Parliament and of the Council of 5 April 2017 on medical 
devices, amending Directive 2001/83/EC, Regulation (EC) No 178/2002 and Regulation (EC) No 
1223/2009 and repealing Council Directives 90/385/EEC and 93/42/EEC  



deployers to understand the system's outputs and limitations (Article 13); design measures 
enabling appropriate human oversight (Article 14); accuracy, robustness, and cybersecurity 
requirements (Article 15); a documented quality management system (Article 17); registration in 
the EU database before market placement (Article 71); and a post-market monitoring system 
with incident reporting obligations (Article 72). As to timing, under the original AI Act text the 
high-risk obligations apply from 2 August 2026. The Digital Omnibus Package3 proposes to 
delay this to 2 August 2028 for systems embedded in regulated products, though it has not yet 
been formally adopted and the original deadline remains legally binding until it is. 
If limited-risk: The primary obligation is transparency under Article 50(1) stating that users 
must be informed clearly and visibly, at or before their first interaction, that they are engaging 
with an AI system. Given that the tool operates as a chatbot on WhatsApp, a platform users 
associate with human communication, this obligation is active and must be addressed through 
deliberate interface design, not through documentation. Additionally, the provider has the 
obligation to ensure a sufficient level of AI literacy of their staff and other persons dealing with 
the operation and use of AI systems on their behalf. 

​

PART III: Risk Identification by Key Requirements 

The risk identification presented in this chapter is based on the Risk matrix of ethical, societal 
and regulatory risks provided in deliverable D8.1, but at the same time, it is the product of a 
cumulative, multi-phase process. It builds on a structured literature review, facilitated 
stakeholder workshops, and hands-on testing of AI assistant behavior. Rather than treating risk 
identification as a one-time desk exercise, this work treated it as an iterative process in which 
preliminary findings were stress-tested against real-world scenarios, revised in light of expert 
feedback, and re-evaluated as the system's features became more concrete. 

In structuring the risk analysis, we drew on a range of existing frameworks and taxonomies, 
sector-specific guidance for mental health and clinical AI applications, and the regulatory 
obligations introduced by the EU AI Act. These were examined comparatively rather than 
adopted wholesale, allowing us to identify the risks most relevant to conversational AI 
assistants using data from wearable specifically and to avoid gaps that arise when 
general-purpose frameworks are applied without adaptation. 

3 Proposal for a REGULATION OF THE EUROPEAN PARLIAMENT AND OF THE COUNCIL amending 
Regulations (EU) 2016/679, (EU) 2018/1724, (EU) 2018/1725, (EU) 2023/2854 and Directives 
2002/58/EC, (EU) 2022/2555 and (EU) 2022/2557 as regards the simplification of the digital legislative 
framework, and repealing Regulations (EU) 2018/1807, (EU) 2019/1150, (EU) 2022/868, and Directive 
(EU) 2019/1024 (Digital Omnibus) 



The organizing backbone of this chapter is the Ethics Guidelines for Trustworthy AI, published 
by the European Commission's High-Level Expert Group on AI. These guidelines establish seven 
key requirements that trustworthy AI systems must meet, and we use them as the primary 
structure for mapping identified risks, ensuring that coverage is systematic, traceable, and 
aligned with the normative foundations established in Part I of this framework. Each of these 
risks was reviewed with stakeholders for likelihood, severity, and exposure, and each is 
accompanied here by the corrective measures and recommendations developed in response, so 
that this chapter functions not only as a risk register but as actionable guidance for responsible 
deployment. 

​
3.1 Risk Identification by Key Requirements 

3.1.1 Human Agency and Oversight 

This principle concerns whether users retain meaningful control over AI-driven decisions and 
whether they understand the limits of what the AI can do. 

Related risks: 

Automation bias: Users over-rely on AI recommendations without critical evaluation. When a 
digital assistant confidently suggests a course of action, people tend to follow it even when their 
own judgment would suggest otherwise. 

Lack of complex medical diagnostics: Digital assistants and wearables are optimized for 
health-related monitoring and behavior change support, not for diagnosing complex or 
co-morbid conditions. Users may mistake supportive AI guidance for medical diagnosis, 
creating dangerous gaps in care. This risk is heightened when users present with multiple 
conditions, take several medications, or have contraindications that the AI system cannot 
detect, because it operates without a structured health profile of the individual.​  

Hard to maintain human contact: Digital assistants may gradually substitute, rather than 
complement, human relationships. Users who rely primarily on an AI for support may reduce 
engagement with family, friends, and care professionals, weakening the social connections 
most needed when real intervention or human judgment is required. 

AI anthropomorphisation: Users attribute human-like empathy, understanding, and intent to 
digital assistants. This can lead to misplaced trust, emotional dependency, and 
misinterpretation of AI outputs as personal care rather than algorithmic pattern-matching. 
Customizing the AI with a human name, gender, or realistic face significantly amplifies this risk. 

Manipulation of digital assistant: Users may attempt to misrepresent their actual progress to the 
AI (e.g., by reporting false adherence during evaluations). Unlike a trained human professional, a 



digital assistant lacks the interpersonal judgment needed to detect inaccurate self-reporting. As 
a result, progress may stall undetected, and users may subsequently attribute their unmet goals 
to the limitations of the AI rather than their own disengagement. 

Extreme or disproportionate recommendations: Without knowledge of the user's current health 
status, a digital assistant may generate recommendations that are appropriate in general but 
harmful for a specific individual (e.g, recommending physical exertion to someone with an acute 
condition, or suggesting dietary changes that conflict with medications). 

General Recommendations: 

●​ Every recommendation or output from digital assistant must include a visible indicator 
of its nature as AI-generated output 

●​ Providers should define and document the scope boundary of the digital assistant in all 
user-facing materials, clearly stating what the system cannot decide and when a human 
professional must be consulted 

●​ Before initiating AI assistance, providers should allow users to complete an onboarding 
health questionnaire covering allergies, current medications, diagnosed conditions, and 
relevant contraindications and use this profile to contextualize and constrain AI 
recommendations 

●​ Providers must implement and regularly test guardrails that prevent the generation of 
extreme or disproportionate recommendations, and validate these guardrails against a 
defined list of high-risk scenarios (e.g., recommending high-intensity activity to cardiac 
patients) 

●​ Design the digital assistant should proactively suggest human contact at appropriate 
moments, including symptom escalation, distress detection, and situations where 
recommendations exceed the system's safe operating scope 

●​ Providers should conduct regular usability testing to verify whether users critically 
engage with AI outputs or passively accept them 

●​ Design of digital assistants should avoid all elements that would encourage a 1:1 
emotional bond with the AI (human naming conventions, realistic faces, simulated 
personal memory); instead, orient recommendations toward community participation, 
peer interaction, and engagement with the user's close social environment 

●​ Design of digital assistants should integrate prompts that actively encourage users to 
discuss lifestyle changes also with people from their immediate environment (family, 
friends, or peer groups) rather than relying solely on AI assistance 

●​ Providers should aim to reduce the intensity of AI communication over time as part of a 
deliberate de-escalation strategy, supporting user independence rather than continued 
reliance on the system 

​
3.1.2 Technical Robustness and Safety 



This principle addresses whether the digital assistant using wearable data performs reliably 
across real-world conditions, including failure modes, adversarial scenarios, and changes over 
time. 

Related risks: 

Reliability of data from wearables: Consumer-grade wearable sensors introduce measurement 
noise, motion artifacts, and calibration drift. A single biosignal from a single device should never 
be used alone to interpret a complex health state such as sleep staging; multimodal data 
aggregated over longer time windows is substantially more reliable. 

Chatbot hallucinations: Large language model-based assistants can generate fluent, confident, 
but factually incorrect information. In a medical context, for example, an incorrect hallucinated 
symptom interpretation can cause direct harm. 

Accuracy in time: AI model performance degrades as population behavior, disease patterns, 
seasonal factors, or the user's own condition changes over time. A model validated at 
deployment may be significantly less accurate 12 months later. 

Problem with uncertainties: AI systems frequently present outputs without communicating the 
degree of uncertainty. A recommendation delivered with false confidence can be more 
dangerous than no recommendation at all. 

Adversarial attacks: AI systems can be deliberately targeted by malicious actors who manipulate 
input data (e.g., spoofed sensor readings, adversarially crafted prompts) to extract harmful 
outputs or circumvent safety guardrails. 

Third-party dependency: digital assistants and wearable platforms often rely on external APIs, 
cloud inference engines, and third-party LLM providers. Outages, policy changes, underlying 
model update and discontinuation of these services can render the entire system non-functional 
without warning. 

Wearable availability: Unequal access to wearable devices (due to cost, language, or digital 
literacy barriers) means the digital assistant may serve only a subset of the intended population, 
distorting the evidence base and excluding vulnerable groups. 

General Recommendations: 

●​ Providers should prefer a multimodal data approach to collect and process diverse 
biosignals from wearables rather than relying on any single sensor or marker; no single 
biosignal should be used in isolation to interpret complex health states such as sleep 
stages 

●​ Digital assistants should provide their recommendations on data collected over longer 
time periods rather than on short-term readings or significant outlier values; configure 



the AI prompt to explicitly exclude extreme short-term deviations from the primary 
recommendation logic 

●​ Providers should validate AI model performance specifically using wearable-sourced 
data under real-world conditions, including sensor noise and connectivity gaps 

●​ Providers should iImplement continuous post-deployment performance monitoring, 
incorporating structured user feedback to detect incorrect monitoring or degraded 
output quality and define thresholds that trigger automatic review and retraining 

●​ The system should be designed to communicate uncertainty explicitly. Every output 
should include a confidence indication or a clear caveat when operating near the 
boundaries of its training 

●​ Providers should establish a contingency protocol for third-party service failure, 
including local fallback functions and user notification procedures 

●​ Providers should test the system's resilience to adversarial inputs, including prompt 
injection attacks in LLM-based assistants, before deployment 

●​ The digital assisstent should be architecturally prepared for replacement of the 
underlying model (e.g., swapping one LLM for another) and re-test behavioral changes 
after every such transition 

●​ The design of digital assistant should provide LLM-level guardrails and prompt-level 
guardrails and notify providers and users when guardrails are activated and conduct 
post-hoc review of flagged interactions 

●​ Digital assistants should use data from wearables only as supplementary contextual 
data and treat information provided directly by the user as the primary input for 
recommendations​
 

3.1.3 Privacy and Data Governance 

This principle addresses the collection, storage, processing, and sharing of sensitive data 
generated by digital assistants. 

Related risks: 

Contextual privacy: Wearables collect data in intimate personal contexts, such as sleep, illness, 
menstrual cycle, sexual activity, emotional states, location. Even when data is technically 
anonymized, its contextual sensitivity remains high and warrants stronger protection than 
typical personal data. 

Unauthorised data sharing: Data collected for individual health support may be shared with 
insurance companies, employers, advertisers, or research institutions without meaningful user 
awareness or consent. 

Harms from reidentification: Seemingly anonymized wearable datasets (step counts, heart rate 
variability, sleep patterns) can be re-identified when combined with other data sources, exposing 
individuals to discrimination, stigma, or manipulation. 



Flagging privacy issues: AI systems and wearable platforms may lack effective internal 
mechanisms for detecting and escalating privacy violations, meaning breaches go undetected 
or unreported. 

Withdrawing consent: Users often lack practical, frictionless means to withdraw consent for data 
processing. When they can withdraw consent, the downstream consequences (deletion of 
trained models, removal from historical datasets) are rarely addressed. 

Chilling effect: Users may self-censor relevant behaviors or disclosures because they know or 
suspect that their conversation with a digital assistant and data collected by wearable is being 
observed, stored, or could be shared. This reduces the value of the data and undermines 
therapeutic relationships. 

General Recommendations: 

●​ Providers should apply data minimization principles by design and collect only what is 
necessary for the declared purpose 

●​ The architecture of digital assistants should allow users to grant, limit, and withdraw 
consent for specific purposes independently (e.g., personal use vs. model training vs. 
research) 

●​ Providers should provide the effective operational and technical countermeasures 
regarding the risk of re-identification, particularly when datasets are shared with external 
parties or combined with other sources 

●​ Providers should provide users with a simple but comprehensive information showing 
what data is collected, how it is used, who can access it (including third parties), and 
how to erase it 

●​ Providers should design the  consent withdrawal to be possible without affecting the 
model performance. The should define and implement what erasing the data means for 
the quality of trained models 

●​ Providers should actively inform users at the beginning of the intervention to warn the 
not to share sensitive private information in digital assistant conversations 

●​ Providers should implement strong data protection through encryption and strict access 
controls; use encrypted API key authentication for all external service calls 

●​ Providers should establish proactive monitoring of digital assistants combined with 
clear incident response protocols,  including LLMs guardrails notifications where 
applicable, to detect breaches early and respond effectively 

●​ Digital assistants should be designed with  data anonymization as standard practice and 
use hybrid datasets enriched with synthetic data to balance research utility with privacy 
protection 

 

3.1.4 Transparency and Explainability 



This principle concerns whether users understand what the digital assistant is, how it works, 
what its limitations are, and how its outputs are generated. 

Related risks: 

Lack of AI awareness: Many users of digital assistants do not know they are interacting with an 
AI system in general or at a certain moment. This fundamental opacity undermines informed 
consent and the ability to critically evaluate outputs. 

Lack of understandability: Even when AI systems provide explanations, these are often 
expressed in technical or statistical language that is inaccessible to all users. 

Problem of sycophancy: LLM-based assistants tend to agree with user assertions rather than 
challenge them. A digital assistant that validates incorrect beliefs about medication, diet, or 
symptoms because the user stated them confidently poses a direct risk. 

Believable hallucinations: Hallucinated outputs are also a transparency failure: the digital 
assistant presents fabricated information with the same fluency and confidence as accurate 
information, with no signal to the user. 

AI scepticism: At the opposite end of the awareness spectrum, some users categorically distrust 
AI tools, limiting uptake and benefit. This is often driven by a lack of clear, accessible 
communication about how the system works, what it has been validated on, and who is 
responsible for it. 

General Recommendations: 

●​ Every AI-mediated interaction with the digital assistant must be clearly labeled as 
AI-generated, using plain language appropriate for the intended user group. A visible AI 
indicator must be present at every point of contact (chat responses, push notifications, 
dashboard recommendations) not only in onboarding documentation 

●​ Providers should remind users of the identity of the digital assistant regularily and where 
interaction with users  happen to disclose upfront that the program involves AI 

●​ Providers should test the digital assistants whether they provide meaningful 
explanations to users ranging from stating which data (wearable readings, prior 
responses) informed a given recommendation to specific "explain this recommendation" 
function that provides a rationale of recommendation on demand in plain language 

●​ Digital assistants should provide a diverse set of recommendations and present a range 
of options rather than a single directive, supporting user choice and reducing the 
impression of algorithmic authority 

●​ Providers should offer users with accessible educational materials (such as guidelines) 
that contextualize what is the purpose of the digital assistant and its limitations in plain 
language that supports informed engagement beyond what the digital assistant itself 
communicates 



●​ Providers should systematically test the digital assistant for sycophantic behavior for 
example by presenting it with factually incorrect statements and verify that it responds 
with correction, not validation 

●​ Providers should implement a mechanism for users to report interactions that feel 
inappropriate, harmful, or misleading; and establish a monitoring process to review 
flagged conversations and adjust system behavior accordingly 

●​ Digital assistants should support topic guardrails in the AI prompts to prevent the 
system from engaging with question types that are outside its competence or more 
likely to produce hallucinated responses (e.g., complex pharmacological queries, 
diagnostic interpretation) 

●​ Providers should explain to users from the onboarding phase that hallucinations can 
occur and describe to users how to recognize and easily report them 

●​ Providers should publish and maintain a documentation of digital assistant 
performance: its intended use, known limitations, training data characteristics, 
performance benchmarks, and update history 

●​ Providers should log and notify third parties and users of every significant model update 
that may change output behavior or recommendations 

​
3.1.5 Diversity, Non-Discrimination and Fairness 

This principle requires that AI systems perform equitably across all relevant user groups and do 
not perpetuate or amplify existing inequities. 

Related risks: 

Algorithmic discrimination: AI models trained on datasets that underrepresent certain 
populations (by age, gender, ethnicity, socioeconomic status, or geographic region) will 
systematically underperform for those groups, potentially delivering worse outcomes to 
already-disadvantaged users. 

Language bias: Digital assistants developed and validated in one language perform poorly when 
used in other languages or dialects. Information quality degrades significantly for non-native 
speakers or users with lower literacy. Notably, the overall quality of digital assistant 
conversations in languages other than English may be measurably lower, and this risk must be 
monitored and disclosed. 

Wearable availability (cross-listed from 3.1.2): Differential access to wearable devices across 
socioeconomic groups means AI models trained on wearable data inherit the demographics of 
device ownership, not the demographics of the user population. 

Usability challenges: Interfaces designed for digitally literate younger users create barriers for 
elderly users, people with disabilities, or those with limited digital experience, systematically 
excluding the groups who often have the greatest needs. 



Bad use experience: Poor interface design, culturally inappropriate content, or interactions that 
feel impersonal or stigmatizing reduce engagement. 

General Recommendations: 

●​ Providers should document the demographic composition of all training, validation, and 
test datasets before deployment 

●​ Providers should run mandatory subgroup performance analyses across age, gender, 
ethnicity, and language groups and set minimum acceptable performance thresholds per 
subgroup 

●​ For each use case, it should be clear what definition of algorithmic fairness will be 
supported by digital assistants, and providers should explain the reasons why specific 
metrics are deployed for testing algorithmic biases. 

●​ The accuracy and output quality of digital assistants should be tested across relevant 
literacy levels, languages, and cultural contexts before deployment in multilingual or 
multicultural settings; monitor and disclose quality differences between language 
variants, and collect ongoing user feedback on language-specific output quality 

●​ Providers should conduct test the usability of digital assistant with representative 
groups of users, including older adults and people with low digital literacy 

●​ Providers should assess and test wearable sensor accuracy across demographic groups 
relevant to the target population (e.g., optical heart rate sensors across different skin 
tones) 

●​ Providers should collect and monitor user feedback to identify and address emerging 
biases and  provide a visible mechanism for users to flag responses they perceive as 
inappropriate or biased​
 

3.1.6 Societal and Environmental Wellbeing 

This principle looks beyond the individual interaction to broader impacts of widespread AI 
deployment. 

Related risks: 

Echoing negative emotions: Digital assistants that mirror or amplify users' negative emotional 
states can reinforce harmful thought patterns or validate unhealthy behaviors. Unlike trained 
professionals, an AI does not naturally apply techniques like therapeutic judgment or therapeutic 
silence. Sycophantic mirroring of distress or negative self-perception is particularly dangerous 
in health and wellness contexts. 

Social isolation: Excessive engagement with a digital assistant, particularly one designed with 
highly engaging or companionable features, may reduce users' motivation to seek human 
connection, deepen existing social isolation, and shift reliance away from community support 
systems toward a closed 1:1 human–AI dynamic. 



Workforce impacts: Widespread deployment of digital assistants may reduce investment in 
human roles, particularly in areas such as user education, lifestyle counseling, health coaching 
and remote monitoring coordination. This shifts care responsibility to systems that may not be 
professionally equivalent. 

Negative impact on environment: Training and running large AI models (especially LLMs) has a 
significant carbon footprint. Organizations deploying AI systems should account for and 
disclose the environmental costs of their infrastructure choices. 

Chilling effect (cross-listed from 3.1.3): At a societal level, pervasive monitoring through 
wearables may normalize surveillance and undermine the social trust that human relationships 
depend on. 

General Recommendations: 

●​ Digital assistants should be designed with explicit safeguards against emotional 
mirroring in negative-affect scenarios; incorporate escalation pathways to human 
support or crisis resources, including a clearly visible and easily accessible emergency 
contact or "panic button" that immediately alerts a human coordinator or crisis line 

●​ The communication with digital assistant should not be intense and  its 
recommendations should support changes that will be made together with people that 
are close to the users  

●​ The recommendations from digital assistants should be directed toward community 
engagement and social participation, supporting group activities, peer support, and 
shared goals  rather than reinforcing isolated 1:1 dependency on the digital assistant 

●​ Providers should avoid a customization of the digital persona that would encourage 
emotional attachment to digital assistants, especially by using anthropomorphisating 
features like human names; human looking avatars or icons and also they avoid features 
designed to simulate friendship or partnership to maintain a consistent non-human 
identity throughout all interactions 

●​ Providers should take into account the broader societal impacts of digital assessments 
before deployment in any setting and identify which roles and competencies will be 
affected and what support is needed to maintain these competencies when needed 

●​ Providers should assess and disclose the environmental footprint of the digital 
assistants', and prefer energy-efficient model architectures where equivalent alternatives 
exist​
 

3.1.7 Accountability 

This principle requires that clear responsibility is assigned for every decision, failure, and 
outcome connected to the digital assistant, and that mechanisms exist to investigate and 
redress harms.​



​
Related risks: 

Third-party dependency (cross-listed from 3.1.2): In situations when responsibility for digital 
assistant functionality is fully or partially delegated to external providers and their 
services(LLMs, cloud platforms), accountability for possible negative impacts becomes diffuse 
and difficult to enforce. 

Problem of many hands: Boundary failures, where a  digital assistant inadvertently operates 
outside its intended scope, are accountability events. Without clear documentation of possible 
risks and responsible roles for their mitigation, it is impossible to determine who might be 
accountable, answerable or liable when the harm is materialised. 

Adversarial attacks (cross-listed from 3.1.2): Post-attack accountability requires audit logs, 
incident response procedures, and clear responsibility assignment. 

Guardrail activation without follow-up: When automated guardrails are triggered (e.g., because a 
recommendation was blocked or a harmful topic was detected) there must be a defined process 
for notifying the human-in-the-loop, logging the event, and reviewing the interaction ex post.  

General Recommendations: 

●​ Providers and their partners should establish a clear risk assessment procedure with the 
definition of responsible roles for the mitigation of such risks covering whole 
development cycle including the developers, deployers, domain professionals, and end 
user 

●​ Providers should store the logs of outputs generated by digital assistants and their 
interaction with users that will be available for internal and external audits 

●​ Digital assistants should be designed to be able to automatically notify providers  every 
time when the internal or external guardrails are activated or when when the malicious 
behavior has been flagged by users and to provide all necessary information for the 
review of flagged interactions 

●​ Digital assistants should be designed in a fashion that supports third-party audits of its 
components, and data processed by the providers 

●​ Providers should conduct continuous  testing and monitoring of the digital assistant 
performance after updates especially regarding to the underlying foundational model  
updates and treat every model update as a re-validation event before returning to live 
deployment 

 
 



PART IV: Empirical Research and Testing of AI Assistant 
4.1 Overview and methodology  
This chapter presents the empirical evaluation of AI self-coaching digital assistant combined 
with wearable devices deployed within a structured 14-week behaviour-change programme. The 
evaluation we performed combined structured scenario-based testing, expert deployment 
review, and participant questionnaire feedback to assess how identified ethical risks manifested 
in real-world use. The empirical testing was anchored to a risk matrix of ethical, societal and 
regulatory risks l that was provided in D8.1, which produced a ranked preliminary list of potential 
ethical and societal risks associated with deploying a digital assistant in a personal 
health-coaching context. This risk matrix served as the primary analytical lens throughout two 
testing waves, enabling direct before-and-after comparison of how specific risks evolved in 
response to system-level interventions.​
 

4.2 Wave 1: Baseline Testing 

The first evaluation proceeded as an expert walkthrough across a 14-week programme. The 
dedicated researcher acted as a model user, defining a primary goal and four weekly subgoals 
covering diet, exercise, mental well-being, and sleep, to establish realistic coaching context and 
mitigate cold-start bias. Structured scenarios were then applied to test the risk identified in 
D8.1, using inputs designed to trigger specific system behaviours across emotionally sensitive 
situations, ambiguous health queries, data-reliant interactions, and potential manipulation 
attempts. Wave 1 covered most severe risks with approximately 130 inputs. All scenarios were 
systematically executed, logged, and archived in a structured evaluation sheet capturing the 
risk, user input, AI response, and evaluator notes. All risks were re-evaluated according to their 
severity and likelihood of harm occurrence.​
​
Compared to original risk matrix that consisted of two very high risks, eight high risks and 
eleven considerable risks, the updated risk matrix resulted in four very high risks(Lack of 
medical diagnostics, Anthropomorphisation, Contextual privacy, and Automation bias) five high 
risks (Hard to maintain human contact, Lack of AI awareness, Bad user experience, Reliability of 
wearable data, and Chatbot hallucinations. A range of considerable) and four considerable risks 
(Echoing negative emotions, Unauthorised data sharing, Harms from reidentification and 
Adversarial attacks). Some of the risks were re-evaluated after the empirical testing as less 
severe. For example sycophancy maintained the severity four but as it was re-evaluated with the 
low likelihood, indicating the baseline system was not strongly prone to uncritical affirmation. 
The overall Wave 1 finding highlights that the assistant showed strengths in evidence-based 
guidance and adversarial resistance, but high risks remained in Anthropomorphisation, 
Automation Bias, Contextual Privacy, and User Autonomy, with a notable failure to track 
inconsistencies, contradictions, or shifts in the user's attitudes and mood across time, adapting 
almost exclusively to the current message rather than the broader conversational history.​
 



4.3 Wave 2: Intervention and Re-Assessment 

The second 14-week cycle constituted the first major intervention phase. Based on Wave 1 
findings, the system prompt was revised and a memory agent was introduced to improve 
contextual consistency across sessions. Wave 2 focused on nine priority risks most responsive 
to prompt-level intervention: AI anthropomorphisation, Automation bias, Hallucinations, Bad 
user experience, Contextual privacy, Inconsistency over time, Sycophancy, Echoing negative 
emotions, and Hard to maintain human contact.​
​
The prompt modifications pursued four goals: reducing anthropomorphisation through neutral 
professional language; preventing over-reliance by reinforcing the system's inability to replace 
medical advice; strengthening human-in-the-loop integration by requiring clear distinction 
between AI and human responses; and improving consistency by detecting cross-session 
contradictions and balancing data-driven with emotional context. The memory agent addressed 
the core Wave 1 weakness of inconsistent user-context handling, particularly the assistant's 
failure to retain prior disclosures about symptoms, habits, or allergies. However, deploying a 
memory agent required significantly stricter data governance: all collected data categories must 
be disclosed in the consent form, constrained by GDPR data minimisation principles, and 
sensitive personal data (health data, biometric data, religious beliefs, etc.) must be avoided 
wherever possible. Accordingly, Contextual privacy was assessed asery high risk for the 
memory-enabled configuration.​
​
4.4 Results and Risk Dynamics 

Wave 2 produced a mixed pattern of improvement. Risks addressable through explicit boundary 
statements (especially Automation bias and Hallucinations) responded well to the revised 
prompt. By contrast, risks rooted in relational framing and governance transparency 
(Anthropomorphisation, Contextual privacy, and Hard to maintain human contact) proved 
substantially more resistant. This asymmetry is a central finding: not all ethical risks in AI 
coaching are equally amenable to prompt engineering.​
​
The memory agent sharpened this trade-off. It improved temporal coherence and reduced 
cross-session inconsistency, but simultaneously intensified the privacy burden. The assistant 
became better at remembering what matters to the user, but in doing so also became more 
capable of retaining intimate context users may not expect to be stored. Technical 
improvements in personalisation must therefore be matched by equally robust disclosure, 
minimisation, and escalation design.​
​
Participant feedback revealed high interpersonal variation in how users related to the digital 
assistant, ranging from a functional tool to a trusted conversation partner, with direct 
implications for Anthropomorphisation risk. A recurring theme was dependency formation: 
many users expected the assistant to manage their behavior for them, rather than helping them 
become independent, which created a feedback loop that could jeopardize the program’s 



long-term goals. Participants who were persistently notified they were stressed reported that 
this framing itself became a stressor, illustrating the subtle risk of Echoing negative emotions. 
 
An unexpected and significant finding arose from a model change from GPT-4.1 to GPT-5.2. The 
transition rendered the validated system prompt almost unusable, with carefully constrained 
behaviours re-emerging or mutating. This establishes that any underlying model update requires 
a new full cycle of evaluation before the system can be considered safe, even if the application 
itself has not changed. For organisations deploying digital assistants commercially, this 
introduces a structural operational cost that may prove economically unsustainable at scale, 
and points to prompt robustness across model versions as a first-class design requirement. 
 

4.5 Limitations 

Several limitations should be considered when interpreting the findings. The empirical testing 
was conducted within a single programme operating in the Slovak language and a 14-week 
wellness context, limiting cultural and domain generalisability. Researcher-constructed 
scenarios cannot fully replicate the spontaneity and emotional complexity of naturalistic user 
interactions. The selective Wave 2 scope left some risks unevaluated post-intervention, and 
observational asymmetry in human-in-the-loop monitoring means risk behaviours were captured 
only partially. The 14-week window was insufficient to assess long-term memory agent 
behaviour, and all reported risk profiles remain model-version dependent. Taken as a whole, 
these findings should be interpreted as context-specific insights rather than as universally valid 
safety verifications.​
 

PART V: Assessment List for Trustworthy Digital Assistants 

This assessment list is designed to help developers, deployers, and providers of digital 
assistants ensure that their systems are safe, transparent, and aligned with human values 
before they are built, released, or put into practice. Inspired by the ALTAI framework developed 
by the European Commission's High-Level Expert Group on AI, it translates broad 
trustworthiness principles into concrete, verifiable actions.​
​
Each item is framed as an affirmative statement reflecting something the responsible party 
must have done, or be able to demonstrate, before proceeding. The checklist is not a one-time 
exercise. It should be revisited at each significant stage of the AI assistant's lifecycle, from 
initial design through deployment and ongoing use, to account for evolving risks and changing 
contexts. 

 



5.1 Human Agency & Oversight 

1. Ensure a meaningful and effective human control.​
Every AI recommendation can be rejected or questioned by the user without technical barriers. 
The system should never present its recommendations as the only available option and instead 
encourage users to discuss them with their relatives and experts. 

2. Administer a pre-intervention health questionnaire.​
Before users begin using the digital assistant, collect structured information on allergies, current 
medications, diagnosed conditions, and relevant contraindications. Confirm that this profile is 
used to contextualize and constrain the digital assistant's recommendations. 

3. Test and validate system guardrails.​
Verify that the system cannot generate recommendations that are disproportionate to or 
contraindicated by the user's health status. Test against a defined set of high-risk scenarios and 
confirm that guardrails respond appropriately. 

4. Test the system for automation bias.​
Verify that users critically evaluate the digital assistant's outputs rather than passively accepting 
them. Include scenarios where the digital assistant produces an incorrect output and observe 
whether users detect or accept the error. 

5.2 Technical Robustness & Safety 

5. Validate performance using real-world wearable data.​
Test the system with sensor noise, connectivity loss, missing data, and edge-case physiological 
values, not only with clean benchmark datasets. Confirm that no single biosignal should be used 
in isolation when interpreting complex health states. 

6. Prefer recommendation logic with long-term data.​
The AI prompt must be configured to derive recommendations from longer-period averages 
rather than short-term readings or extreme outlier values from wearable sensors. 

7. Implement continuous post-deployment performance monitoring.​
Define specific performance thresholds (especially for adversarial inputs) that trigger an 
automatic review, retraining, or suspension of the digital assistant. Include a structured 
mechanism for collecting and acting on user feedback about incorrect or inappropriate 
monitoring output. 

8. Test robustness against underlying model changes.​
If the core model (e.g., an LLM) is replaced or updated, re-test the digital assistant 
comprehensively for behavioral changes before returning to live deployment. 



9. Test sycophantic tendencies.​
Systematically present the system with incorrect assertions and verify that it responds with 
evidence-based correction, not agreement or ambiguous validation. 

5.3 Privacy & Data Governance 

10. Map all data flows end-to-end.​
Document every point at which data leaves the primary system boundary: cloud inference, 
analytics platforms, third-party SDKs, and research data exports. Confirm that users are clearly 
informed about who has access to their data. 

11. Implement granular, layered consent and withdrawal me.​
Users must be able to independently control consent for personal use, model training, research, 
and data sharing. Withdrawal must trigger a defined technical response (e.g., data deletion, 
model exclusion). 

12. Support user privacy.​
Inform users not to share unnecessary sensitive private information in conversations with the 
digital assistant. Provide a clearly communicated procedure for requesting the deletion of 
specific conversation segments through the digital assistant's coordinator. 

5.4 Transparency & Explainability 

13. Ensure AI-generated outputs are clearly labeled.​
This applies to chat responses, dashboard recommendations, push notifications, and reports. 
The label must be visible at the point of delivery, not buried in documentation.  

14. Provide meaningful and understandable explanations. 

Test various forms of explanations of recommendation to users in plain language. Provide a 
diverse set of recommendations with more than one option. 

15. Implement flagging mechanisms.​
Users must be able to flag responses that feel inappropriate, harmful, misleading, or out of 
scope. Confirm that flagged interactions are reviewed by a human operator. 

16. Maintain transparency notes and logs.​
The digital assistant and its components should be properly documented on intended and 
unintended uses, training data characteristics, known performance limitations, subgroup 
performance data, including logs of every significant model update that may change output 
behavior or recommendations. 

5.5 Fairness & Non-Discrimination 



17. Test for algorithmic discrimination.​
Define appropriate algorithmic fairness metrics for bias evaluation and document the rationale 
for that choice. Define and test for acceptable minimum performance levels for relevant 
demographic groups.  

18. Monitor language-specific biases. ​
Test the assistant across various language use cases, including interactions with non-native 
speakers or with specific dialects and users with language impairments. Especially, if the digital 
assistant operates in under-represented or low-resource languages. 

19. Conduct usability testing.​
Test the usability of digital assistant with diverse groups of users, including older adults and 
people with low digital literacy.  

5.6 Societal and Environmental Wellbeing 

20. Avoid anthropomorphic features and dark patterns.​
Prefer to use a non-human name and avatars, not be customizable by users in ways that 
increase perceived human-likeness. Include tests for excessive long interactions with digital 
assistants to avoid addictive relationships with the assistant. 

21. Maintain environmental and societal sustainability.​
Test the environmental footprint of the digital assistant and prefer energy-efficient underlying 
models. Design the system to reduce frequency and intensity of interactions with users. 

5.7 Accountability 

22. Establish accountability procedures.​
Define how potential harms are identified, which countermeasures are proposed, and who is 
accountable for risk mitigation. Include user escalation procedures and establish a process for 
the review of flagged interactions.  

23. Notify affected stakeholders.​
Notify the responsible roles promptly after internal or external guardrails are activated or when 
malicious behaviour has been flagged by users. Provide all information necessary for the review 
of flagged interactions. 

24. Ensure continuous monitoring, and auditability.​
Log system performance and conduct continuous reviews of the digital assistant and its 
components. Retain interaction logs for internal and external audits, including third-party audits.​
​
​
 



Conclusion 

This framework was built on a straightforward but demanding premise: that trustworthy digital 
assistants do not emerge from good intentions alone. They require structured thinking about 
what can go wrong, honest engagement with evidence about what does go wrong, and practical 
tools that translate ethical commitments into verifiable actions. The seven ALTAI requirements 
provide that structure. The risk analysis, empirical testing, and assessment list in this document 
provide the tools.​
​
For developers and deployers reading this, the core message is one of responsibility without 
paralysis. The risks documented here, from hallucination and sycophancy to emotional 
dependency and diffuse accountability, are real and consequential, particularly when the people 
interacting with these systems are vulnerable. But they are also manageable, provided they are 
taken seriously from the earliest stages of design rather than addressed as afterthoughts once 
a system is already live. 

Honest reflection on this work also means acknowledging what it does not resolve. Several 
areas remain underdeveloped in the broader field and deserve sustained attention in the work 
ahead. The long-term psychological effects of sustained interaction with digital assistants, 
particularly for users who are socially isolated or chronically ill, are not yet well understood. 
Longitudinal research in this area is urgently needed. Algorithmic fairness in health-adjacent AI 
remains difficult to operationalize across diverse linguistic and cultural populations, and current 
benchmarks are not adequate substitutes for representative testing. The question of 
accountability in complex AI supply chains, where a deploying organization may have limited 
visibility into the model it is building on, has no fully satisfying answer yet in either ethics or law. 
And the governance of digital assistants after deployment, including how to detect drift, respond 
to incidents, and make the decision to retire a system, remains one of the least developed areas 
in practice. 

 

​
 

​
​
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